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Preface 
 
The study of statistics has become commonplace in a variety of disciplines and the practice of 
statistics is no longer limited to specially trained statisticians.  The work of agriculturists, 
biologists, economists, psychologists, sociologists, and many others now quite often relies on the 
proper use of statistical methods.  However, it is probably safe to say that most practitioners have 
neither the time nor the inclination to perform the long, tedious calculations that are often 
necessary in statistical inference.  Fortunately there are now software packages and calculators 
that can perform many of these calculations in an instant, thus freeing the user to spend valuable 
time on methods and conclusions rather than on computation. 
       With its powerful computation abilities SPSS has been a statistical staple for many years; I 
first encountered it as a Master’s student many years ago in the days of punch cards.  Today, 
students and teachers can have instant access to many statistical procedures on their desktop or 
laptop.  SPSS is not, however, a panacea.  It will not tell you what analysis or test is appropriate 
for a given set of data; that is the realm of the practicing statistician, as is interpretation of the 
output.  Just as any computer program will have its drawbacks, SPSS does not function well with 
data that have already been summarized, nor will its base or student versions perform all the 
calculations or tests a practicing statistician (or even a student) might want without additional 
add-on modules.  That said, when the data are suited, SPSS is an extremely useful aid. 
       This manual serves as a companion to your W. H. Freeman Statistics text.  Examples either 
taken from the text or similar to those in the text are worked using SPSS.  The tremendous 
capabilities and usefulness of this computer package, as well as its limitations, are demonstrated 
throughout.  It is hoped that students, teachers, and practitioners of statistics will continue to 
make use of these capabilities, and that readers will find this manual to be helpful. 
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Introduction 
 
In this chapter, we introduce SPSS, the Statistical Package for the Social Sciences.  This 
manual is intended to help students perform the statistical procedures presented in the W. 
H. Freeman text  Discovering Statistics by Daniel Larose.  This supplement is intended to 
use SPSS for Windows version 17 (current at this writing).  However, the instructions 
included here will work for most versions and for most basic statistical procedures.   
 
Throughout this manual, the following convention is used: Commands you click or text 
you type are in boldface and underlined (e.g., go to File) and, most of the time, variables 
are in boldface (e.g., Count). 

 1
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1.1 Accessing SPSS 
 
If you work in a lab, locate SPSS on the computer.  You should look for the following 
icon on the desktop: 
 
 
 
 
 
Your computer may have a similar icon with an earlier version number.  Double click on 
the icon to start SPSS running. If there is no desktop icon, use the Start Menu on your 
computer and open All Programs, locate the SPSS Inc. folder, and follow it to find the 
program.  Once the program has been started, you will briefly see an introductory screen 
(similar to an Excel or Word start-up screen) followed (most likely, unless this has been 
disabled by checking the box at the bottom) by this screen. 
 

 
 
Two SPSS windows will actually be open at this point—the output viewer and the Data 
Editor.  Before doing any statistics or graphs, we (and SPSS) must have data.  The 
urpose of thp

B
e introductory screen is for the program to determine your data source.  

ehind the data source selection box is a blank spreadsheet—the Data View screen. 
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Since all data sets used in your text are on the included CD-Rom (and on the companion 
website), here you will most likely click OK (or press the Enter key) to select the default 
option which is to Open an existing data source. 
 
 
1.2 Opening and Saving Data Files 
 
If the introductory data source selection menu is not presented (or you want to proceed to 
another data set within an SPSS session), click File, Open, Data.   Initially, you will see 
the screen below. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
File selection works much the same as any other Windows program.  In the Look in box, 
select the location of your data set (drive and folder).  The SPSS default data file 
extension is .sav.  Data files on the CD-Rom are saved as SPSS portable worksheets, so 
change the box labeled Files of type to SPSS Portable (.por) as in the screen following. 
 
File-naming conventions used on the CD and website are the following:  

1. The first two characters describe the type of data set.  Examples are “eg”, 
exercises are “ex”, figures are “fg”, and tables are “ta”. 

2. The second two characters indicate the chapter number. 
3. Numbers after the dash correspond to the example, exercise, figure, or table 

number within the chapter. 
 
Once you have located the file you want, click Open. 
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To save an SPSS data file, click File, Save As or File, Save all Data depending on your 
SPSS version.  In the File name box, type the name you wish to give your data.  The 
default folder is to place the file in the current directory.  Be sure to change that if you 
want a different location, such as a diskette or flash drive. 
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1.3 Defining Variables and Entering Data 
 
In the event you need to enter your own data for a project, on the first (opening) screen 
select the Type in data button and click OK.  You will see the blank SPSS Data Editor 
spreadsheet window.   
 
 
Example 1.1: Creating an SPSS Data File by Entering Data. The following data set 
contains 10 randomly selected scores in the final exam of a basic statistics course at XYZ 
College.  Along with the final-exam scores, the number of classes missed during the 
semester and the gender of the students were also recorded.  The data set is given below: 
 

Gender Number classes missed Final score   

Male 2 83 
Female 0 93 
Male 6 61 
Female 1 73 
Female 0 95 
Female 4 75 
Male 3 77 
Male 4 71 
Female 5 68 
Female 4 59 

 
One can simply begin either by typing the data into the spreadsheet or defining the 
variables.  For the sake of completeness, both steps should be completed, but order is 
unimportant. 
 
To define the variables, click on the Variable View tab at the bottom of the Data Editor 
window.   
 
Under Name, type the name of the first variable (eight characters or fewer, beginning 
with a letter or the underscore sign).  In this case, the name of the first variable is 
Gender.  Press the Tab key to advance to the Type box.  Notice what SPSS defaults 
variables to: Numeric, with two decimal places, occupying eight columns.  Gender is a 
categorical variable.  We need to change this. 

 
To change the variable type, click in the highlighted box, then click on 
the small button that appears at the right. 



Chapter 1 – Introduction to SPSS and Random Sampling 6 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
To change this variable to a categorical one, click on String.  You will be allowed to 
change the maximum number of characters (the default is eight) if desired.  When 
finished, click OK.   
 
Enter the name of the second variable, NumMiss.  This variable name could stand for 
some explanation on output, rather than just this cryptic name.  Press the Tab key to 
move to the Label Column.  Type in a more appropriate “long” variable name, such as 
Number Classes Missed.   
 
Enter the third variable name, Final, and label it as Final Exam Score as just detailed.  
At this point, our variables definition should look like that below. 

 
Lastly, consider the Gender variable.  We’d like our data entry to be as easy as possible, 
but have SPSS print out the full word for Male and Female students.  If we just want to 
enter M (or F), we can define value labels that will print the full descriptor.  Click the 
cursor in the Values field of the Gender variable. A small box like that shown on the 
previous page will appear.  Click it to get a dialog box. 
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Here, I have already added the label for Males and input both the value and label for 
Females.  To add the value label, click Add.  When finished adding labels, click OK. 
 
To start entering the data, click on Data View and enter the values, pressing Tab after 
each entry.  The program will automatically advance to the next row after the third 
variable for an individual has been entered.  For capital F and M, engage Caps Lock.  If 
you make a typographical error, simply click on the cell and type in the correct value. 
 
 
 
 
 
 
 
 
 
 
 
 
 
To save your data in an SPSS formatted file, follow the instructions in the preceding 
section. 
 
1.4 Opening Excel Files 
 
To open an Excel data file, follow these steps: 
 

1. Click on File, Open, Data, then the Open File window will appear as already 
shown.   

2. Choose the directory or location where the desired file is located.  In our case, 
the file is stored in the My Documents folder. 

3. Change the Files of type box from the default .sav to Excel (.xls) or all files. 
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4. Click on the desired file name.  In our case, it is cardata.xls as shown above. 
 
Depending on the Excel file, one needs to know whether the names of the variables are 
located in the first row or not (where do the actual data start?).  Is it in the first or second 
row?  In our case, the first row does have names, so leave the Read variable names 
from the first row of data box checked.  Click Continue to open the file. 
 
 
 
 
 
 
 
 
 
 
 
 
SPSS will take most variable attributes from the information in the Excel file.  You 
probably will want to give more meaningful “long” variable names.  Click on Variable 
View and add Labels as shown above. 
 
 
1.5 Recoding Variables 
 
One can change a categorical (string) variable to numeric.  Also, one can transform a 
quantitative variable from one form to another by categorizing or by recoding the 
variable.  The following example shows how to categorize a numeric variable in SPSS. 
 
 
Example 1.2: Recoding Variables. The following data represent the waiting time (in 
seconds) for a random sample of 30 customers at a local bank.   
 
49, 160, 80, 220, 170, 92, 178, 66, 124, 144, 71, 183, 248, 191, 155, 166, 256, 300, 180, 
166, 171, 280, 144, 110, 267, 188, 160, 90, 205, 136 
 
It may be more useful to group these data into non-overlapping classes (i.e., to create 
frequency tables).  Let us recode these data to six equal width classes. The number of 
classes is usually determined by sample size and should fall between 5 and 20 intervals.  
A good rule of thumb is to use the square root of the sample size as a rough estimate for 
the number of classes. 
 
The names of these classes will be 1, 2, 3, 4, 5, and 6.  All observations between 41 and 
90 seconds (inclusive) will be assigned to class 1, all observations between 91 and 140 
will be assigned to class 2, all observations between 141 and 190 to class 3, and so on.  
Here is how to do it in SPSS. 
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Click on Transform, Recode into Different Variable.  Time has already been 
highlighted as the input variable (since it’s the only one in this spreadsheet).  If there are 
more variables in your sheet, click to select the one of interest.  Click the arrow to move 
Time (or your selected variable) to the working area at right. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Name the new output variable in the box at right, and give it a “long” name or label if 
desired.  Click the Change button to record the new variable name.  Click on the Old 
and New Values button. I have already defined the first category displayed in the box at 
right.  Here, I am defining the second category as including the range 91–140 with new 
value 2.  Click the Add button to complete this category definition, and define the others.  
When all categories have been defined, click Continue to return to the first Recode box.  
Click OK at the bottom of the box to create the new variable. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
It will be useful to tell anyone who looks at your output what these recoded values 
represent.  To do this, click on the Variable View tab at the bottom of the worksheet, 
then click in the Values box and add value labels as discussed previously. 

 9
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1.6 Deleting/Inserting a Case or a Column 
 
The data presented in the previous example will be used to illustrate the points of this 
section.  To delete a case (an entire row of data), follow these steps: 

1. Locate the case to be deleted by scrolling through the data. 
2. Click on the case number at the left.  The entire row will be highlighted.  

Suppose observation 14 should be deleted because it was an extra.   
3. Press Delete on the keyboard. 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
To insert a case, follow these steps: 

1. In the Data View window, click on the case number below where the new case 
should be. 

2. Click Edit, Insert Cases.  A blank row will be inserted. 
3. Type in the desired data values for that observation. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
To insert a new variable, it is easiest to define one in the Variable View as previously 
described after those already in the data set.  If you want to insert one in the middle, 
follow these steps: 
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1. In the Variable View, click on the variable below where the new one is to be 
inserted. 

2. Click on Edit, Insert Variables.  A new variable with name of the form 
VAR00xx will be inserted.  Change this name to the desired name, and also 
change any of the default characteristics (variable type, number of decimal 
places, etc.) as needed. 

 
To delete a variable within the Data View, click on the variable name and press the 
Delete key on the keyboard. 
 
1.7 Selecting Cases and Sampling 
 
Statistical analyses are sometimes needed for part of the data rather than for the entire 
data set.  For example, it may be desired to compare the Females against the Males for 
the data on absences and final-exam scores used in Example 1.1 (page 5).  We might also 
want to do a regression with and without outliers to examine their impact.   
 

1. Click Data, Select Cases.  
2. Move the button highlight to If condition is satisfied and click the If button. 
3. Highlight the variable name to be used and press the right arrow box to 

transfer this into the condition box.  Complete the condition (in this case, we 
want to select Females).  Click Continue to return to the main Select Cases 
box.   

4. Click OK to perform the selection.  We see in the screen at right that Males 
will now be ignored, and a new variable named filter_$ has been created.  
This variable has values 0 or 1 according to whether or not the case has been 
excluded. 

 
 
 
 
 
 
 
 
 
 
 
To return to using all cases and remove the filter, go back to Data > Select Cases and 
select the All Cases button, then click OK. 
 
Example 1.11:  Generating a random sample using technology.  In 2004, Inc. 
Magazine published a list of the top 25 cities for doing business, shown in Table 1.8 on 
the next page.  Use SPSS to generate a random sample of 7 cities from this list.
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Table 1.8  Top 25 Cities for Doing Business, According to Inc. Magazine 
1. Atlanta, GA 10. Suburban MD/DC 19. Austin, TX 
2. Riverside, CA 11. Orlando, FL 20. Northern Virginia 
3. Las Vegas, NV 12. Phoenix, AZ 21. Middlesex, NJ 
4. San Antonio, TX 13. Washington, DC, metro 22. Miami-Hialeah, FL 
5. West Palm Beach, FL 14. Tampa-St. Petersburg, FL 23. Orange County, CA 
6. Southern New Jersey 15. San Diego, CA 24. Oklahoma City, OK 
7. Fort Lauderdale, FL 16. Nassau-Suffolk, NY 25. Albany, NY 
8. Jacksonville, FL 17. Richmond-Petersburg, VA   
9. Newark, NJ 18. New Orleans, LA   
 
Solution:  This data set is in file ta01-08.por.  After the file is opened, click Data, Select 
Cases.  Click for a Random sample of cases, then the Sample button. We could sample 
an approximate percentage of cases, but in this case, we want exactly 7 of the 25 cases in 
the file.  Enter the values, then click Continue and OK. 
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SPSS performed the random selection and also created a new variable, called filter_$.  
This variable is 1 for selected cases, and 0 otherwise.  Our selected cities are Atlanta, 
West Palm Beach, Newark, Suburban Maryland/DC, Orlando, Phoenix and Northern 
Virginia.   
 
 
1.8  Using SPSS Help 
 
Suppose you were looking for information on how to do something in SPSS and you 
can’t find it in this manual (heaven forbid).  Help is available in several forms by clicking 
Help on the right-hand side of the top menu bar.  Context-specific help is available in 
every dialog box simply by clicking the button. 
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The Tutorial offers basic information on certain topics, in much the same manner as this 
manual.  The Statistics Coach presents a series of screens to narrow down the search of 
topic and presents sample output as well.  Lastly, one can search for help by Topics.  
This author recommends that if searching by topic, select Index after the initial Topics 
selection.  Enter the topic name in the search box.  As you type more characters, the 
index at left will move to try to “zero in” on the topic of interest.  When you see it, 
highlight the topic name and click Display.  The screen below illustrates the initial results 
from a search for t-tests. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Exercises 
 
Section 1.3 
 
29.  Santa Monica Employers. Refer to Table 1.9 for the following. 

a. We are about to select a random sample of the companies listed in Table 1.9 and 
determine how many employees the largest employer in that sample has. Do we 
know how many employees this will be before we select the sample? Why or why 
not? 

b. Select a random sample of size 3 from the table. 
c. If you take another sample of size 3, is it likely to comprise the sample three 

employees? Why or why not? 
d. Of the employers in your random sample, which has the most employees? How 

many employees does it have? 
 
 

 



Chapter 1 Exercises 15

Table 1.9  Top 10 Employers in Santa Monica, CA 
Employer Employees 
1. City of Santa Monica 1892 
2. St. John’s Health Center 1755 
3. The Macerich Company 1605 
4. Fremont General Corporation 1600 
5. Entravision Communications 

Corporation 
1206 

6. Santa Monica/UCLA Hospital 1165 
7. Santa Monica College 1050 
8. Metro-Goldwyn Mayer, Inc. 1050 
9. The Rand Corporation 1038 
10. Santa Monica/Malibu School District 1008 

 
 

30. Santa Monica Employers. Refer to Table 1.9 for the following. 
a. We are about to select another random sample and determine how many 

employees the largest employer in that sample has. Do we know how many 
employees this will be before we select the sample? Do we know whether it will 
be the same as in the previous exercise? Why or why not? 

b. Select another random sample of size 3 from the table. 
c. Which employer in your new sample has the most employees? How many 

employees does it have? 
d. Compare your answers in (c) with those from Exercise 29 (d). What can we say 

about a quantity like “the largest number of employees in a random sample of 
employers”? 

 
31.  Most Active Stocks. Here is a list of the five most active stocks on the NYSE on 
March 27, 2008. 

Stock       Price 
Citigroup $20.98
Merrill Lynch $40.93
Lehman Brothers $38.86
Washington Mutual $10.04
Ford $5.63

 
a. We are about to select a random sample and determine the lowest price in the 

sample. Do we know what this price will be before we select the sample? Why or 
why not? 

b. Select a random sample of size 2 from the table. 
c. If you take another sample of size 2, is it likely to comprise the same two 

companies? Why or why not? 
d. Which stock in your sample has the lowest price? What is that price? 
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Introduction 
 
In this chapter, we use SPSS to view data sets.  We first show how to make bar graphs, 
pie charts, histograms, and time plots.  We also examine a plot that isn’t used frequently 
—the ogive. 

16 
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2.1 Graphs and Tables for Categorical Data 
 
Example 2.3 Bar Graphs of Career Preferences. Construct a frequency bar graph and a 
relative frequency bar graph for the career preference distributions in Tables 2.2 and 2.3. 
 

Table 2.2 and 2.3  Frequency and relative frequency  
of career preference by students  
Career Frequency Relative 

frequency 
Doctor 6 0.30 
Scientist 5 0.25 
Military Officer 5 0.25 
Lawyer 3 0.15 
Athlete 1 0.05 
Total 20 1.00 

 
We’d like to create graphics to display this information.  Since career preference is a 
categorical variable, we can use a bar graph and a pie chart (Example 2.4) to display 
these data. 
 
The data were entered as below. Note that Career is a string variable (we used length 16 
to fit all of “Military Officer”) and Frequency is numeric with 0 decimal places.  These 
were defined on the Variable View tab of the worksheet. 
 
 
 
 
 
 
 
 
 
Click Graphs. 
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The Chart Builder is an “intuitive” way to build a graph that prompts you through the 
process, much as Excel’s Chart Wizard does. However, in many cases, using the Legacy 
Dialogs is easier. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
As indicated, locate the type of graph you want (here, we want a bar graph) and drag it 
into the display box.  I will drag the first bar graph type at the upper left into the box.  
Now, drag the desired variables into their desired places. 
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If you want to give your graph a title, click on the Titles/Footnotes tab and enter it.  To 
change an axis label (note that SPSS has labeled this as Mean Frequency), click Element 
Properties and select the Y axis (or whatever you want to change).  Click OK to 
generate the graph into the Output window.   
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
To create the relative frequency bar graph, recreate the graph using the Percent column. 
 
To copy the graph into another program, such as Word, click in the graph and use Ctrl-c 
to copy it to the Pasteboard and Ctrl-v to paste it into the document.  To modify the 
graphic size or other properties, right-click on the pasted picture and select Format 
Picture.   
 
An alternative way to generate this same graphic is to 
select Legacy Dialog, Bar.  The first Dialog box asks 
what type of bar graph you want.   
 
In this box, I have indicated that I want a simple bar graph.  
Since the data are already summarized in our table that 
was entered, I have said that the bars will be created using 
Values of individual cases.  If the data, in this case for 
example, were in a spreadsheet where each row 
represented a single radio station and one of the variables 
was format, I would have selected to create bars as 
Summaries of separate variables.  Press Define to 
continue. 
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In this dialog box, we define the roles of our variables.  We have indicated that the bars 
represent the variable count and the categories are from the variable format.  Click the 
Titles button to add a title for your graph.   Click OK to generate the graph into the 
Output window. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Notice that the bars in this graph are ordered the same as those in the spreadsheet, while 
the other had the bars in alphabetical order.  Ordering of bars in a graph like this is 
arbitrary; when they are ordered most frequent to least frequent, the bar graph is called a 
Pareto chart. 
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To create a pie chart for the same data, we’ll use the percent data, since pie charts always 
represent a fraction of the whole.  These should add up to 100% (to within rounding 
error). 
 
Since our data are already summarized, using Legacy 
Dialogs, Pies is recommended.  You will first be 
asked (similarly to creating a bar graph previously) 
how SPSS should view the data.  Again, since our 
data are already summarized, we’ve selected that we 
will be using Values of individual cases, rather than 
having SPSS compute the summaries for us from raw 
data. Click Define to continue. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
This dialog box should be self-explanatory.  Our slice labels are the careers, and the 
slices represent the percent ofe respondents with that career aspiration.  Click the Titles 
button to add an appropriate title for your graph. 
 
Click OK to generate the graph. The graphic on the following page is the default style.  
The different careers are represented by different colors.  If you want to change the 
display, there are many options.  If you right-click in the graphic, you can select Edit 
Content in a separate window.  Here, you can change the fill from different colors to 
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patterns (good for black-and-white printers), add a title if you’ve forgotten, add labels 
that represent the actual percent in each slice, and many other options. 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
2.2 Graphs and Tables for Quantitative Data 
 
Histograms are connected bar charts for quantitative (numeric) data.  In these graphs, the 
bars are connected because there is an ordered underlying continuum of possible values; 
ordering of bars in a bar graph is arbitrary.  We will also examine frequency polygons (a 
line chart connecting the tops of the bars in a histogram), stem-and-leaf plots, and 
frequency polygons. 
 
Example 2.5  Ages of missing children in California.  The National Center for Missing 
and Exploited Children (www.missingkids.com) keeps an online searchable database of 
missing children nationwide.  Table 2.13 contains a listing of the 50 children who have 
gone missing from California and who would have been between 1 and 9 years of age as 
of March 4, 2007.  Suppose we are interested in analyzing the ages of these missing 
children.  Use the data to construct a frequency histogram of the variable age. 
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Table 2.13 Missing children and their ages 
Child Age Child Age Child Age Child Age 
Amir 5 Carlos 7 Octavio 8 Christian 8 
Yamile 5 Ulisses 6 Keoni 6 Mario 8 
Kevin 5 Alexander 7 Lance 5 Reya 5 
Hilary 8 Adam 4 Mason 5 Elias 1 
Zitlalit 7 Sultan 6 Joaquin 6 Maurice 4 
Aleida 8 Abril 6 Adriana 6 Samantha 7 
Alexia 2 Ramon 6 Christopher 3 Michael 9 
Juan 9 Amari 4 Johan 6 Carlos 2 
Kevin 2 Joliet 1 Kassandra 4 Lukas 4 
Hazel 5 Christopher 4 Hiroki 6 Kayla 4 
Melissa 1 Jonathan 8 Kimberly 5 Aiko 3 
Kayleen 6 Emil 7 Diondre 4 Lorenzo 9 
Mirynda 7 Benjamin 5     

 
 
Solution:  We can create a frequency table and a histogram using Analyze, Descriptive 
Statistics, Frequencies.  Click to enter variable age, then Charts.   
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Move the radio button to select Histogram, then Continue and OK.  The table produces 
the Frequency (count) of each age, its percent, the percent of valid observations (here, 
the same thing), and the cumulative percent. 
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age 

  
Frequency Percent Valid Percent 

Cumulative 
Percent 

1 3 6.0 6.0 6.0 

2 3 6.0 6.0 12.0 

3 2 4.0 4.0 16.0 

4 8 16.0 16.0 32.0 

5 9 18.0 18.0 50.0 

6 10 20.0 20.0 70.0 

7 6 12.0 12.0 82.0 

8 6 12.0 12.0 94.0 

9 3 6.0 6.0 100.0 

Valid 

Total 50 100.0 100.0  
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
If you want to change the bar intervals (as in Example 2.8), double-click in the graph in 
the Output window to bring up the Chart Editor.  Now, double-click in any bar for the 
Properties window.  If not active, click the Binning tab.  Change the radio button from 
Automatic to Custom, and enter the desired bin widths.  Following, we have asked for 3 
intervals (as in Example 2.8).  Apply the change, then Close the Properties window and 
the Chart Editor. 
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You can also use the Chart Editor to change the X axis scaling (click the large X on the 
menu bar), add titles, etc. 
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Example 2.9  Frequency distribution and histogram of management aptitude test 
scores.  Twenty management students, in preparation for graduation, took a course to 
prepare them for a management aptitude test.  A simulated test provided the following 
scores: 
 
77 89 84 83 80 80 83 82 85 92 
87 88 87 86 99 93 79 83 81 78 
 
Construct a frequency distribution of these management aptitude test scores.  Also, create 
a stem-and-leaf display. 
 
Solution:  Yet another way to get graphs of variables (and the only way to make a stem-
and-leaf) is with Analyze, Descriptive Statistics, Explore.  This command also produces 
summary statistics (that are discussed in Chapter 3).  The data for this example are on the 
CD in file ex02-08.por.  Click to enter the variable name scores, then click the Plots 
button to make sure that the box by Histogram is checked.  Then click Continue and 
OK. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
  
Stem-and-Leaf Plot 
 
 Frequency    Stem &  Leaf 
 
     3.00        7 .  789 
     8.00        8 .  00123334 
     6.00        8 .  567789 
     2.00        9 .  23 
     1.00 Extremes    (>=99) 
 
 Stem width:        10 
 Each leaf:       1 case(s) 
 
 

Note that this stem-and-leaf plot duplicates the shape of the histograms seen in Example 
2.9 of the text. 
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Notice that SPSS has selected a bin (bar) width of 2.5.  If you want to duplicate the 
graphs seen in the text, double-click in the graph to bring up the Chart Editor, then double 
click in any bar for the Properties window.  Here, we have asked for an interval width of 
5, with intervals beginning at 75.  Apply the change and Close the Properties window 
and Chart Editor. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Example 2.10  Constructing a frequency polygon.  One way to create a frequency 
polygon is to add an “interpolation line” to the histogram just created.  In the Chart 
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Editor, click Elements in the menu bar, then Interpolation Line.  The polygon has been 
added to the histogram.  Note that it joins the midpoint of each bar top. 

 
 

 
2.3  Further Graphs for Quantitative Data 
 
 
We have already seen in Example 2.5 that SPSS Frequencies will build a table of 
umulative percent (relative frequency) for a variable.  Cumulative frequencies can be 
isplayed in a graph called an ogive.  We also construct a time series plot to show how a 

able 2.21 contain the frequency 
istribution and relative frequency distribution for the total 2007 attendance for 25 Major 

League Baseball teams.  Construct a cumulative frequency distribution and a cumulative 
relative frequency distribution for the attendance figures. 
 

c
d
variable has changed across days, months, or years. 
 
 
Examples 2.14 and 2.15  Constructing cumulative frequency and relative frequency 
distributions and an ogive.  The first three columns in T
d
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Table 2.21  Cumulative frequency distribution and cumulative relative frequency 
distribution 
Attendance (millions) Frequency Relative Frequency 

1.90–2.29   5.0 0.20 
2.30–2.69   6.0 0.24 
2.70–3.09   6.0 0.24 
3.10–3.49   4.0 0.16 
3.50–3.89   3.0 0.12 
3.90–4.29   1.0 0.04 

Total     25.0 1.00 
 
Solution:  Data file ta02-21.por already has the 
cumulative frequencies and relative cumulative 
frequencies.  If these had not already been in the 
file, simply add each entry in the column to the 
sum of the prior entries.  To construct the ogive 
plot, we’ll need to add another variable 
representing the high end of each attendance 
category.  We’ve called this Attend.  Click 
Graphs, Legacy Dialogs, Line.  Select that we 
want a Simple chart, where Data in Chart Are 
Values of individual cases.  Click Define to 
continue. Click to enter the variable names and 
be sure to give your graph Titles.  OK generates 
the graph seen on the next page. 
 
  
 
 
 
 
 

 
 
 



30  Chapter 2 – Describing Data using Graphs and Tables 
 

 
 

 
 
 
 
 
 

 
 
 

 
 
 
 
 
 
 
 
 
 
 
Example 2.16  Constructing a time series plot.  Table 2.22 contains the amount of 
carbon dioxide in parts per million (ppm) found in the atmosphere above Mauna Loa in 
Hawaii, measured monthly from October 2006 to September 2007.  Construct a time 
series plot of these data.  
 
Table 2.22 Atmospheric carbon dioxide at Mauna Loa, October 2006 to 
September 2007 
Month Carbon dioxide (ppm) Month Carbon dioxide (ppm)  
Oct. 379.03 Mar. 384.49 
Nov. 380.17 Apr. 386.37 
Dec. 381.85 May 386.54 
Jan. 382.94 June 385.98 
Feb. 383.86 July 384.35 
Mar. 384.49 Aug. 381.85 
Apr. 386.37 Sept. 380.58 
  
 
Solution:  The data are in file ta02-22.por.  To create the time plot and keep the month 
labels, use Graphs, Legacy Dialogs, Line.  (You could also use Analyze, Time Series, 
Sequence Charts to produce this graph.) 
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We clearly see the increase in carbon dioxide through the fall and winter of 2007, with a 
peak in May; after that, levels fell to where September is almost equal to the previous 
October. 
 
Example 2.17  Constructing a time series plot using technology.  The data set Mauna 
Loa.por contains the carbon dioxide levels at Mauna Loa from September 1999 to 
September 2007.  Use technology to construct a time series plot of the data.   
 
Solution:  We use Analyze, Time Series, Sequence Charts to create this plot.  If we 
hadn’t specified year as the Time Axis Label, we would have had labels running from 1 
(the first reading) through 97 (the last).   



32  Chapter 2 – Describing Data using Graphs and Tables 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Carbon dioxide readings are Mauna Loa are increasing overall. They also show seasonal 
variation because readings are highest each spring.   
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Exercises 
 

Section 2.1 
 
9.  The table below shows energy-related carbon dioxide emissions (in millions of metric 
tons) for 2004, by end-user sector, as reported by the U.S. Energy Information 
Administration. 
 

Sector Emissions
Residential 1213.9 
Commercial 1034.1 
Industrial 1736.0 
Transportation 1939.2 

 
Use the table to construct the following: 
 a.  Relative frequency distribution 
 b.  Frequency bar graph 
 c.  Relative frequency bar graph 
 d.  Pareto chart, using relative frequencies 
 e.  Pie chart of the relative frequencies 
 
 
Section 2.2 
 
29. Countries and Continents. Suppose we are interested in analyzing the variable 
continent for the ten countries in Table 2.17. Construct each of the following tabular or 
graphical summaries. If not appropriate, explain clearly why we can’t use that method. 
 a. Frequency distribution 
 b. Relative frequency distribution 
 c. Frequency histogram 
 d. Dotplot 
 e. Stem-and-leaf display 
 

Table 2.17  Countries and continents 
Country Continent 
Iraq Asia 
United States North America 
Pakistan Asia 
Canada North America 
Madagascar Africa 
North Korea Asia 
Chile South America 
Bulgaria Europe 
Afghanistan Asia 
Iran Asia 
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Santa Monica Employers. Use the information in Table 2.19 to answer Exercises 35 
through 37. 

 
Table 2.19  Santa Monica Employers 
Employer Employees 
City of Santa Monica 1892 
St. John’s Health Center 1755 
The Macerich Company 1605 
Fremont General Corporation 1600 
Entravision Communications 

Corporation 
1206 

Santa Monica/UCLA Hospital 1165 
Santa Monica College 1050 
Metro-Goldwyn Mayer, Inc. 1050 
The Rand Corporation 1038 
Santa Monica/Malibu School District 1008 

 
35. Construct a relative frequency distribution of the number of employees. Use class 
width of 200 employees with the lower class limit of the leftmost class equal to 900. 
 
 
36. Construct a frequency histogram using the same classes from the previous problem. 
 
 
37. Construct a relative frequency histogram, using the same classes from the previous 
problem. 
 
Miami Arrests. Answer Exercises 39 through 41 using the information in the following 
table. The table gives the monthly number of arrests made for the year 2005 by the 
Miami-Date Police Department. 
 

Jan. 751 May 919 Sept. 802 
Feb. 650 June 800 Oct. 636 
Mar. 909 July 834 Nov. 579 
Apr. 881 Aug. 789 Dec. 777 

 
39. Construct a relative frequency distribution of the monthly number of arrests. Use 
class width of 50 arrests with the lower class limit of the leftmost class equal to 550. 
 
40.  Construct a frequency histogram and relative frequency histogram using the same 
classes as in the previous exercise. Which class or classes have the highest frequency? 
Lowest? 
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Section 2.3 
 
Agricultural Exports. For Exercises 19 through 21, refer to Table 2.23. The table gives 
the value of agricultural exports (in billions of dollars) from the top 20 U.S. states in 
2006. 
 

Table 2.23 Agricultural exports (in billions of dollars) 
State Exports State Exports 
California 10.5 Arkansas 1.9 
Iowa 4.2 North Dakota 1.9 
Texas 3.8 Ohio 1,7 
Illinois 3.8 Florida 1.7 
Nebraska 3.3 Wisconsin 1.5 
Kansas 3.2 Missouri 1.5 
Minnesota 3.0 Georgia 1.4 
Washington 2.2 Pennsylvania 1.4 
North Carolina 2.1 Michigan 1.2 
Indiana 2.0 South Dakota 1.2 

 
19. Construct a cumulative frequency distribution of agricultural exports. Start at $0 and 
use class widths of $1.5 billion. 

a. Which class has the highest frequency? How many states belong to this class? 
b. Of the classes that have nonzero frequency, which class has the lowest 

frequency? Which state does this represent? 
c. List the states that belong to the leftmost class. 

 
21.  Use your cumulative relative frequency distribution to construct a relative frequency 
ogive of agricultural exports. 
 
26.  Interest Rates. The following data represent the prime lending rate of interest, as 
reported by the Federal Reserve, every six months from January 2003 to July 2007. 
 

Jan. 2003 4.25 
July 2003 4.00 
Jan. 2004 4.00 
July 2004 4.25 
Jan. 2005 5.25 
July 2005 6.25 
Jan. 2006 7.26 
July 2006 8.25 
Jan. 2007 8.25 
July 2007 8.25 

 
Construct a time series plot of the prime lending rate of interest. What trend do you see? 
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Section 2.4 
 
14. Music and Violence. USA Weekend conducted a poll that asked, “Do you think 
shock rock and gangsta rap are partly to blame for violence such as school shootings or 
physical abuse?” The results are shown in the following table. 
 

Yes 31% 
No 45% 
I’ve never thought about it 24% 

 
a. Construct a bar graph that overemphasizes the difference among the responses. 
b. Construct a bar graph that underemphasizes the difference among the responses. 
c. Construct a bar graph that fairly represents the data. 
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Computing Summary Statistics 
Boxplots and Outliers 

 
 
 
Introduction 
 
In this chapter, we use SPSS to compute basic statistics, such as the mean, median, and 
standard deviation, and show how to view data further with boxplots.  

37 
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3.1  Computing Summary Statistics 
 
Your text describes many summary statistics that can be calculated from a set of data.  
Among these are the mean, median, range, IQR, and standard deviation. There are others 
as well.  SPSS has three ways to compute summary statistics from a variable using the 
beginning shell Analyze, Descriptive Statistics.  These vary in terms of the output 
generated.  We begin using the data from an example in the text that illustrates these 
differences. 
 
 
Example 3.6 Calories per gram. In Example 2.13 (page 57 of the text), we found that 
the distribution of calories per gram of 961 food items (from the data set Nutrition) was 
right-skewed.  Calculate the mean and median of these data. 
 
Solution:  We’ve opened data file Nutrition.por.  To remind ourselves of the shape of this 
distribution, we’ve used Graphs, Legacy Dialogs, Histogram to create a graph of the 
data.   
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Note that the ost basic 
ummary statis

histogram includes the mean and standard deviation.  The m
tics output comes from Analyzes , Descriptive Statistics, Descriptives.  

lick to enter the variable of interest (cal_gram) and OKC .  

 
 
 
 

 
 
 
 
 
 
 

 
 
 

Desc tive Statistics rip

 N Minimum Maximum Mean Std. Deviation 

 961 .00 9.02 2.2534 1.93579 

Valid N (listwise) 961     

 
This command finds four statistics of interest: the minimum (0.0), maximum (9.02), 
mean ( 2.2534),  and standard deviation (s = 1.93579).  Note that the results give us 
several more places of “accuracy” than were in the original data (which had

x =
 two decimal 

laces).  What should we report?  Ask your instructor for his/her rounding rules, but the p
usual is to report one more significant digit than was in the data.  Here, we’d report 

2.253x =  and s = 1.936.  Based on the information given, we can compute the range as 
9.02 – 0.00 = 9.02 (the difference between the smallest and largest values). 

escriptives
 
D  includes some additional information over the histogram

ta set), but we still don’t have the me
 (the largest and 

allest values in the da dian.  Try Analyzesm , 
escriptive StatisD tics, Frequencies.   
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We recommend unchecking the box to display frequency tables for a data set of this size 
(the output will be voluminous), but this is the only way to find modes using SPSS.  Note 
that we have options to select Statistics and Charts (bar charts, pie charts, and 
histograms).  After clicking the Statistics button, we’ve asked for many of the possible 

atistics as shown below. 

 

st
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Statistics 

 
Valid 961N 

Missing 0
Mean 2.2534
Median 1.8400
Mode 3.88
Std. Deviation 1.93579
Range 9.02
Minimum .00
Maximum 9.02
Sum 2165.50

25 .6000
50 1.8400

Percentiles 

75 3.4200

 
We finally see that the median is 1.84 (this is also listed as the 50th percentile).  We also 
see the range explicitly (no need to calculate it).  We can see the effect of the skewed 
distribution—the median is less than the mean.  We can also compute the Interquartile 
Range (the spread of the middle half of the data) as the difference between Q3 (the 75th 
percentile) and Q1 (the 25th percentile) as 3.42 = 0.60 = 2.82.  We also have the five-
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number summary: 0 (the minimum), 0.60 (Q1), 1.84 (the median), 3.42 (Q3), and 9.02 
(the maximum). 
 
Example 3.18  Weighted mean of course grades.  The syllabus for the Introduction to 
Management course at a local college specifies that the midterm grade is worth 30%, the 
term paper is worth 20%, and the final exam is worth 50% of your course grade.  Now, 
say you did not get serious about the course until Halloween, so that you got a 20 on the 
midterm.  You started working harder, and got a 70 on the term paper.  Finally, you 
remembered that you had to pay for the course again if you flunked and had to retake it, 
and so you worked hard and smart for the last month of the course and got a 90 on the 
final exam.  Calculate your course average, that is, the weighted mean of your grades. 
 
Solution:  SPSS does not have an “automated” way to compute weighted means.  We can 
use Transform, Compute Variable to create the entries in the weighted sum, then add 
these up for the weighted mean.  We have entered the information given as shown below, 
then computed the weighted values. 
 
 
 
 
 
 

 
 
 
 
 

 
For this small data set, we can (manually) add the weighted “points” to find that the final 
grade is 65.  Despite the final push, the grade for the course is still a solid “D.”  You 
could also use Analyze, Descriptive Statistics, Frequencies and ask for the sum of 
Wt_Grade (still a 65). 
 

Statistics 

Wt_Grade  
Valid 3

Missing 0

N 

Sum 65
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3.2  Boxplots and Outliers 
 
There is one last way to find summary statistics: Analyze, Descriptive Statistics, 
Explore.  This command gives many statistics that are not addressed in your text and also 
creates several types of plots. 
 
Example 3.25  Finding percentiles of a large data set.  How old are the oldest Major 
League Baseball players?  The data set Baseball2007.por is found on the CD.  It contains 
data on the 516 American League baseball players in the 2007 season, including the age 
of each player.  Find the 95th percentile of the ages of the American League baseball 
players in 2007. 
 
Solution:  We will use this example’s data to find the 95th percentile, and also illustrate all 
the possibilities using Explore.   
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
Note the radio button at the lower left to display Statistics, Plots, or both.  Click 
Statistics.  The default is to display Descriptives (the box is checked) and a confidence 
interval for the population mean (discussed in Chapter 8). We can also ask for M-
estimators (beyond the scope of this text), identification of outliers and percentiles.  We 
have checked the boxes for Outliers and Percentiles.  Click Continue, then Plots. 
 
 
 
 
 
 
 
 



Boxplots and Outliers    43

  
 
 
 
 
 
 
 
 
 
 
 
 
 
Here, we can ask for a boxplot of the data (the default), a stem-and-leaf plot, and a 
histogram.  We can also ask for a Normal plot (discussed in Chapter 7) and some other 
tests that are beyond the scope of this text.   For this large data set, we have unchecked 
the box for the stem-and-leaf plot.  Click Continue and OK to generate the plots and 
statistics. 
 

Descriptives 

   Statistic Std. Error 

Mean 28.68 .194 

Lower Bound 28.30  95% Confidence Interval for 
Mean 

Upper Bound 29.06  
5% Trimmed Mean 28.50  
Median 28.00  
Variance 19.465  
Std. Deviation 4.412  
Minimum 20  
Maximum 44  
Range 24  
Interquartile Range 6  
Skewness .605 .108 

 

Kurtosis -.029 .215 

 
The mean age of American League baseball players in 2007 was 28.7 years, with median 
28.  The 5% trimmed mean (a measure that deletes the top and lowest 5% to eliminate 
outliers) is 28.5 years.  Notice that this doesn’t change the mean very much.  The 



  Chapter 3 – Describing Data Numerically 44 

measures of spread are Range = 24, IQR = 6, and s = 4.4 (rounding to one more place 
than the data).  We are also given the variance (s2 = 19.465) and measures of skewness 
and kurtosis (how peaked or flat the distribution is). 
 
The next portion of the output gives the (standard) percentiles of the distribution.  If you 
wanted a different one, you can specify a particular percentile using Frequencies.  The 
95th percentile is 37.  95% of the American League players in 2007 were, at most, 37 
years old.  Tukey’s Hinges are another way of computing “quartiles.”  These can be equal 
to the standard quartiles (as in this case), or slightly different. 
 

Percentiles 

  Percentiles 

  5 10 25 50 75 90 95 

Weighted 
Average(Definition 1) 

 22.85 23.00 25.00 28.00 31.00 35.00 37.00

Tukey's Hinges    25.00 28.00 31.00   

 
 

Extreme Values 

   Case Number Value 

1 93 44

2 207 42

3 416 42

4 476 41

Highest 

5 264 40a

1 291 20

2 513 21

3 234 21

4 204 21

 

Lowest 

5 144 21b

a. Only a partial list of cases with the value 40 are shown in 
the table of upper extremes. 
b. Only a partial list of cases with the value 21 are shown in 
the table of lower extremes. 

 
We are given the ages of the five oldest and youngest players in the league in 2007.  
SPSS does not use the 1.5*IQR criteria here—it simply lists the largest and smallest 
values in the data set. It is up to you to determine if there really are outliers.  We are then 
given the boxplot shown on the next page. 
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SPSS has identified four of the oldest players as outliers in age.  Their case numbers are 
also shown.  These are the 41-, 42- and 44-year olds whose case numbers are 93 (Roger 
Clemons), 207 (Roberto Hernandez), 416 (Kenny Rogers), and 476 (Mike Timlin).  Note 
that none of the youngest players are outliers by the 1.5*IQR criteria. 
 
Example 3.46  Comparison boxplots: comparing body temperatures for women and 
men.  Determine whether the body temperatures of women or men exhibit greater 
variability.  
 
Solution:  Boxplots are an excellent way of graphing two distributions for comparison.  
These data are given in the file ex03-01-34.por.  We could use Analyze, Descriptive 
Statistics, Explore using gender as a factor, but we illustrate another way to create 
boxplots.  Click Graphs, Legacy Dialogs, Boxplot.  
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Here, we want the defaults (Simple boxplots for groups of cases), so click Define.  Our 
variable is bodytemp and the categories are given by gender.  Click OK for the graph. 
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There are three low outliers and one high outlier identified in the women’s distribution 
and none in the men’s distribution.  Based on visual inspection, the women have a larger 
range (about 96.4 to 101.8) than the men (about 96.3 to 99.7).  However, the IQR for the 
men is larger (about 1) compared to the women (about 0.8) because the box is wider.  
Note that we can’t compare the standard deviations based on these plots, but we could 
use Explore to compute this for each group.   
 
 
Exercises 
 
Section 3.1 
 
15.  Liberal Arts Majors. Here are the declared liberal arts majors for a sample of 
students at a local college: 
 

English  History  Spanish  Art  Theater 
Theater  Philosophy  English  Music  Communication
Political Science Communication History  English  Art 
English  History  Spanish  Economics Communication
Music  English Economics Theater  Music 

 
a. What is the mode of this data set? Does this mean that most students at the college 

are majoring in this subject? 
b. Does the idea of the mean or median of this data set make any sense? Explain 

clearly why not. 
c. How would you respond to someone who claimed that economics was the most 

popular major? 
 
 

Fiction Best Sellers. For Exercises 16 and 17, refer to Table 3.7, which lists the top five 
hardcover fiction best sellers from the New York Times best-seller list for January 30, 
2007. 
 

Table 3.7  New York Times hardcover fiction best sellers 
Rank Title Author Price 
1 Plum Lovin’ Janet Evanovich $16.95 
2 For One More Day Mitch Albom $21.95 
3 Cross James Patterson $27.99 
4 The hunters W. E. B. Griffin $26.95 
5 Exile Richard North Patterson $26.00 

 
16. Find the mean, median, and mode for the price of these five books on the best-seller 
list. Suppose a salesperson claimed that the price of a typical book on the best-seller list 
is less than $20. How would you use these statistics to respond to this claim? 
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17. Multiply the price of each book by 5. 
a. Now find the mean of these new prices. 
b. How does this new mean relate to the original mean? 
c. Construct a rule to describe this situation in general.   

 
 
Section 3.2 
 
Top-Selling Soft Drinks. Refer to Table 3.16 for Exercises 25 to 26. 
 

Table 3.16  Top-Selling Soft Drink Brands 
Observations Brand Millions of 

cases sold 
1 Coke Classic 1929 
2 Pepsi-Cola 1385 
3 Diet Coke 811 
4 Sprite 541 
5 Dr. Pepper 537 
6 Mountain Dew 536 
7 Diet Pepsi 530 
8 7UP 220 
9 Caffeine-Free Diet Coke 180 
10 Caffeine-Free Diet Pepsi  97 
Source: Wall Street Journal Almanac. 

 
25. Find the mean number of cases sold. Calculate the deviations. 
 
26. Find the range, variance, and standard deviation for the number of cases sold. Explain 
what these numbers mean. 
 
Section 3.3 
 
19. Dupage County Age Groups. The Census Bureau reports the following 2006 
frequency distribution of population by age group for Dupage County, Illinois, residents 
less than 65 years old. 
 

Age Residents 
0–4.99 63,422
5–17.99 240,629
18–64.99 540,949

 
a. Find the class midpoints. 
b. Find the estimated mean age of residents of Dupage County. 
c. Find the estimated variance and standard deviation of ages. 
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22. Lightening Deaths. Table 3.22 gives the frequency distribution of the number of 
deaths due to lightning nationwide over a 67-year period. Find the estimated mean 
and standard deviation of the number of lightning deaths per year. 

 
Table 3.22 Lightning deaths 
Deaths Years 
20–59.99 13 
60–99.99 21 
100–139.99 10 
140–179.99  6 
180–259.99  10 
260–459.99  7 
Source: National Oceanic and Atmospheric 
Administration. 

 
Section 3.4 
 
Refer to the following for Exercises 7 through 11. 
 

 Vehicle City mpg 
Honda Civic 36 
Toyota Camry 24 
Ford Taurus 20 
Pontiac Grand Prix 20 
Jaguar X-Type 18 
Lincoln Town Car 17 

 
8.  Find the following percentiles: 

a. 10th 
b. 95th 
c. 5th  

 
 
10. Find the z-scores for the city mpg for the following automobiles: 

a. Honda Civic 
b. Ford Taurus 
c. Pontiac Grand Prix 
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Section 3.6. 
 
Refer to Table 3.24 for Exercises 30 through 35. 
  

Table 3.24 calories in 12 breakfast cereals 
Cereal Calories 
Apple Jacks 110 
Basic 4 130 
Bran Chex 90 
Bran Flakes 90 
Cap’n Crunch 120 
Cheerios 110 
Cinnamon Toast Crunch 120 
Cocoa Puffs 110 
Corn Chex 110 
Corn Flakes 100 
Corn Pops 110 
Count Chocula 110 

 
30.  Find the five-number summary for calories. 
 
31. Find the interquartile range for calories. Interpret what this value actually means so 
that a nonspecialist could understand it. 
 
32. Use the robust method to investigate the presence of outliers in calories. 
 
33.  Construct a boxplot for calories. 
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Between Two Variables 

 
4.1

4.2
4.3

Tables and Graphs for a 
Relationship 
Correlation 
Least-Squares Regression 

 
 
Introduction 
 
In this chapter, we use SPSS to examine the relationship between two variables using a 
scatterplot, a two-way table, and a clustered (or stacked) bar chart.  We then show how to 
compute the correlation and find the least-squares regression line through the data.   
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4.1   Tables and Graphs for a Relationship 
 
Categorical data are most typically summarized with a two-way table of counts 
(crosstabulation).  Each “cell” in the table represents the number of individuals 
possessing a particular characteristic of each of the two variables.  Here, we examine 
ways of computing different frequencies from the data and how to display these data with 
a stacked bar chart.  SPSS is most happy with actual data on individuals; however, we 
can work with summarized data as shown below. 
 
Example 4.1  Crosstabulation of the prestigious career survey.  For the data in Table 
4.1, construct a crosstabulation of career and gender. 
 
Solution:  We’ve opened data file ta04-01.por.  We use Analyze, Descriptive Statistics, 
Crosstabs to create the table.  Note that we can also ask for clustered bar charts on this 
dialog box. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

careerse * studentg Crosstabulation 
Count 

  Student gender 

  F M Total 

Athlete 1 0 1 

Doctor 5 1 6 

Lawyer 2 1 3 

Military Officer 1 4 5 

Scientist 2 3 5 

Career seen as prestigious  

Total 11 9 20 
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Of the 20 students represented, 11 were females and 9 were males.  Females most 
commonly aspired to be a doctor, while makes most commonly wanted to be a military 
officer with Scientist a close second.  The data are also shown in the clustered bar chart 
below. 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Example 4.2  Clustered bar graphs for the emotions felt by males and females on 
September 11.  Recall Example 1.2 in Section 1.1.  (The original survey question read, 
“Which of the following emotions do you feel the most strongly in response to these 
terrorist attacks: sadness, fear, anger, disbelief, vulnerability?”)  The results are given in 
the crosstabulation in Table 4.3.  Construct a clustered bar graph of the emotions felt, 
clustered by gender in order to illustrate any differences between males and females. 
 
Solution:  When the data are already summarized, as 
here, we can still create the clustered bar graph using 
Graphs, Legacy Dialogs, Bar.  We want the 
Clustered graph where data are Summaries for 
groups of cases.  Click to enter count as the “other 
statistic,” then emotion for the category axis and 
gender for the clusters.  Give the graph Titles.   
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Men were far more likely to have been angry; women either disbelieving or sad.   
 
The numbers in this survey were relatively equal between men and women.  If they 
weren’t, the actual counts would be misleading in the graph.  We can create a stacked bar 
chart that is scaled to 100% for both men and women to represent the relative frequency 
of each emotion by gender.  Click Graphs, Legacy Dialogs, Bar and select Stacked.   
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Note that here the category axis is gender (since we want a segmented bar for each one). 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Even with this data set, the bars are not the same height.  This difference could be 
dramatic.  Double-click in the graph for the Chart Editor, then click Options, Scale to 
100%.  You can also change the y-axis label to something more meaningful (like 
percent).  The new graph is on the next page. 
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Scatterplots are used for numeric data.  For our purposes, we want to examine the graph 

s in Glen Ellyn, Illinois.  Suppose you are interested in moving 
 Glen Ellyn, Illinois, and would like to purchase a lot upon which to build a new house.  

Table 4.5 contains a , with their square 
footage and prices a 007 d ponse variable and 
construct a scatterpl
 

t square  and s

for shape (is the relationship linear, curved, or not really there), strength (is there little or 
much scatter), and direction (increasing or decreasing overall).  We give an example 
below.   
 
Example 4.3  Lot price
to

 random sample of eight lots for sale in Glen Ellyn
s of March 7, 2 .  Identify the pre ictor and res
ot. 

Table 4.5  Lo  footage ales prices
Lot location Square footage Sales price
Harding St.      9,000   200,000 
Newton Ave.    13,200   423,000 
Stacy Ct.      13,900   300,000 
Eastern Ave.   15,000   260,000 
Second St.     20,000   270,000 
Sunnybrook Rd. 30,000   650,000 
Ahlstrand Rd.  40,800   680,000 
Eastern Ave.   55,400 1,450,000 
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Solution:  First, it seems reasonable that larger lots should cost more, so square footage is 
the predictor and price is the response.  To create the scatterplot, use Graphs, Legacy 
Dialogs, Scatter/Dot.  We just want a Simple scatterplot (the default), so click Define.   
Be sure to give your plot Titles.   
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
The relationship is generally linear, pretty strong due to very little scatter, and increasing.  
The largest lot seems to be rather unusual, though (an outlier?). 
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4.2  Correlation 
 
Correlation measures the direction and strength of a linear relationship.  The correlation 
coefficient, r, is a pure number (no units) between –1 and 1 inclusive.  Changing the units 
does not change the correlation.   
 
Example 4.7  The correlation between square footage and price.  For the data on size 
of lots and their sales prices in Glen Ellyn, Illinois (Table 4.5), find the correlation. 
 
Solution:  These data were graphed in Example 4.3 above.  We use Analyze, Correlate, 
Bivariate to find that the correlation is 0.938—extremely strong.   
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Correlations 

  Square footage Sales price 

Pearson Correlation 1.000 .938** 

Sig. (2-tailed)  .001 

Square footage 

N 8.000 8 
Pearson Correlation .938** 1.000 
Sig. (2-tailed) .001  

Sales price 

N 8 8.000 
**. Correlation is significant at the 0.01 level (2-tailed). 

 
Note that SPSS also computes the correlation of each variable with itself.  These 
correlations must be 1, because any variable is perfectly related to itself. 
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To illustrate that correlations are not affected by units, we will divide the sales price by 
1000 (to have price in thousands) and square footage by 1000 as well using Transform, 
Compute Variable.   
 

 
 

Correlations 

  sqft1000s Price1000s 

Pearson Correlation 1.000 .938** 

Sig. (2-tailed)  .001 

sqft1000s 

N 8.000 8 
Pearson Correlation .938** 1.000 
Sig. (2-tailed) .001  

Price1000s 

N 8 8.000 
**. Correlation is significant at the 0.01 level (2-tailed). 

 

 

 

4.3  Least-Squares Regression 
 
Least squares is one way to fit a model to a set of data.  Here, we minimize (make least) 
the squared distance between each data point and the model.  One can use many types of 
models (lines, parabolas, sine waves, etc.), but the most common one for an introductory 
statistics course is a linear model in the form 0 1ˆ ,y b b x= +  where the values on the line 

ˆ( )y  are estimates of the underlying “true” value for a given value of x.   
 
Example 4.8  Calculating the regression coefficients.  Table 4.11 gives the high and 
low temperatures (in degrees Fahrenheit) for 10 American cities.  Find the value of the 
regression coefficients. 
 
Table 4.11 High and low temperatures for 10 American cities 
City x =low temp. y=high temp. City x=low temp. y=high temp.
Boston       27.0 35.0 Memphis     47.0 63.0 
Chicago      33.0 44.0 Miami        71.0 79.0 
Cincinnati  39.0 46.0 Minneapolis 16.0 29.0 
Dallas       57.0 68.0 Philadelphia 37.0 42.0 
Las Vegas  45.0 55.0 Washington  39.0 45.0 
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Solution:  A graph of these data was created using Graphs, Legacy Dialogs, 
Scatter/Dot.  The relationship is very linear, strong (little scatter), and increasing.   
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Use Analyze, Regression, Linear to fit the model.  For our purposes (descriptive 
regression), all you need to do is enter the variable names and click OK. 
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The first part of the output (after the processing summary) gives information on the 
strength of the relationship.  The correlation is r = 0.976 (very strong).  r2 (the coefficient 
of determination) tells how much of the variation in the response variable (high 
temperature) is explained by the model (using low temperature).  Here, low temperatures 
explain 95.3% of the variation in high temperatures. 
 

Model Summary 

Model R R Square 
Adjusted R 

Square 
Std. Error of the 

Estimate 

1 .976a .953 .947 3.573 
a. Predictors: (Constant), Low temp.  

 
After the ANOVA table (ANOVA is discussed in Chapter 13), we find the coefficients.  
The fitted model is ˆ 10.053 0.987* ,y x= +  or high_temp = 10.053 + .987*low_temp. 
 

Coefficientsa 

Unstandardized Coefficients 
Standardized 
Coefficients 

Model B Std. Error Beta t Sig. 

(Constant) 10.053 3.386  2.969 .0181 

Low temp. .987 .078 .976 12.705 .000
a. Dependent Variable: High temp.    

 
Example 4.10  The regression model for lots in Glen Ellyn, Illinois.  Find the 
regression equation for sales price of lots.  What if the largest lot were $145,000 instead 
of $1,450,000?  
 
Solution:  As above, we enter salespri as the dependent variable and squarefo as the 
independent variable for the regression.  The regression equation is 
ˆ 60620.04 23.913* ,y x= − +  or Price = –60620.04 + 23.913*squarefeet.  In this model, 

we can see that each additional square foot adds about 23.913 dollars to the sales price of 
the lot. 
 

Coefficientsa 

Unstandardized Coefficients 
Standardized 
Coefficients 

Model B Std. Error Beta t Sig. 

(Constant) -60620.040 104587.035  -.580 .5831 

Square footage 23.913 3.612 .938 6.620 .001
a. Dependent Variable: Sales price     

 
Now, change the value of the last price in the data worksheet and recalculate the 
regression. 
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Coefficientsa 

Unstandardized Coefficients 
Standardized 
Coefficients 

Model B Std. Error Beta t Sig. 

(Constant) 313512.425 144557.238  2.169 .0731 

Square footage 2.128 4.992 .171 .426 .685
a. Dependent Variable: Sales price     

 
The new model is Price = 313512.425 + 2.128*squarefeet.  Note that both coefficients 
changed dramatically.  The scatterplot shows the changed value is clearly unusual (an 
outlier).  Regression and correlation are not resistant! 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Exercises 
 
Section 4.1 
 
Don’t Mess with Texas (dontmesswithtexas.org) is a Texas statewide antilittering 
organization.  Its 2005 report, Visible Litter Study 2005, identified paper, plastic, metals, 
and glass as the top four categories of litter by composition.  The report also identified 
tobacco, household/personal, foot, and beverages as the top four categories of litter by 
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use.  Assume a sample of 12 items of litter had the following characteristics.  Use the 
table to answer Exercises 5 through 8. 
 

Litter item Composition Use 
1 Paper   Tobacco            
2 Plastic Household/personal
3 Glass   Beverages          
4 Paper   Tobacco            
5 Metal   Household/personal
6 Plastic Food               
7 Glass   Beverages          
8 Paper   Household/personal
9 Metal   Household/personal
10 Plastic Beverages          
11 Paper   Tobacco            
12 Plastic Food               

 
5.  Construct a crosstabulation of litter composition by litter use. 
 
7.  Construct a clustered bar graph of litter composition and litter use.  Cluster by use. 
 
12.  For the data in the following table: 

a. Construct a scatterplot of the relationship between x and y. 
b. Characterize the relationship as positive, negative, or no apparent relationship. 
c. Describe the relationship using two different sentences. 

 
x y 
10 100 
20 95 
30 85 
40 85 
50 80 

 
 14.  Does it pay to stay in school? Refer to the accompanying table of U.S. Census 
Bureau data. 

a. Construct a scatterplot of the relationship between x = the number of years of 
education and y = unemployment rate. 

b. Would you characterize the relationship as positive or negative or neither? 
c. How would you describe the relationship in a sentence? 
 
x = years of 
education 

y = unemployment 
rate (%) 

x = years of 
education 

y = unemployment 
rate (%) 

  5 16.8 12 11.7 
    7.5 17.1 14  8.1 

 8 16.3 16  3.8 
10 20.6   
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26. Stock Prices. Would you expect there to be a relationship between the price (x) of a 
stock and its change (y) in price on a particular day? The following table provides stock 
price and stock price change for August 2, 2004, for a sample of ten stocks listed on the 
New York Stock Exchange. 

a. Construct the appropriate scatterplot. 
b. Describe the relationship between price and change.   

 
Stock Price ($) Change ($) 
Nortel Networks 3.86 +0.04 
Qwest Communications 3.41 -0.56 
Tyco International 32.02 +0.78 
Lucent Technologies 3.04 -0.03 
Vishay Intertechnology 13.96 -1.96 
Tenet Healthcare 10.36 -0.82 
Select Medical Group 17.74 +1.62 
Cox Communications 33.19 +1.03 
Verizon Communications 39.15 +0.46 
General Electric 33.05 -0.21 

 
Section 4.2 
 
Brain and Body Weight. A study compared the body weight (in kilograms) and brain 
weight (in grams) for a sample of mammals, with the results shown in the following 
table. We are interested in estimating brain weight (y) based on body weight (x). 
 

Body weight (kg) Brain weight (g) 
52.16 440 
60 81 
27.66 115 
85 325 
36.33 119.5 
100 157 
35 56 
62 1320 
83 98.2 
55.5 175 

 
22. Construct a scatterplot of the data. Describe the apparent relationship, if any, between 
the variables. Based on the scatterplot, would you say that x and y are positively 
correlated, negatively correlated, or not correlated? 

 
23. Calculate the value of the correlation coefficient r. 
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Country and Hi-Hop CDs. Use the information in Table 4.16 for Exercises 34 and 35. 
The table contains the number of country music CDs and the number of hip-hop CDs 
owned by 6 randomly selected students. 
 

Table 4.16 Number of country and hip-hop CDs owned by six 
students. 
 Student 
 1 2 3 4 5 6 
Hip-hop CDs owned (y) 10 12   1 3 6   1 
Country CDs owned (x)   1   3 11 8 5 27 

  
34. Investigate the correlation. 

a. Construct a scatterplot of the variables. Make sure the y variable goes on the y 
axis. 

b. What type of relationship do these variables have: positive, negative or no 
apparent linear relationship? 

c. Will the correlation coefficient be positive, negative, or near zero? 
 
 
Section 4.3 
 

Driver y = super 
Speedway wins 

x = short 
tracks wins 

Darrell Waltrip 18 47 
Dale Earnhardt 29 27 
Jeff Gordon 15 15 
Cale Yarborough 15 29 
Richard Petty 19 23 

 
7. Calculate the values for the regression coefficients b0 and b1, using the following steps. 

a. Compute the slope b1. 
b. Calculate the y intercept b0. 
c. Write down the regression equation for the regression of y = Super Speedways 

wins versus x = Short Tracks wins. Express this equation in words that a 
nonspecialist would understand. 

 
State x = Mean 

SAT I Verbal 
y = Mean 

SAT I Math 
New York 497 510 
Connecticut 515 515 
Massachusetts 518 523 
New Jersey 501 514 
New Hampshire 522 521 

 
10. Calculate the values for the regression coefficients b0 and b1, using the following 
steps. 
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a. Compute the slope b1. 
b. Calculate the y intercept b0. 
c. Write down the regression equation for the regression of y = SAT I Math wins 

versus x = SAT I Verbal wins. Express this equation in words that a nonspecialist 
would understand 

 
Brain and Body Weight. A study compared the body weight (in kilograms) and brain 
weight (in grams) for a sample of mammals, with the results shown in the following 
table. We are interested in estimating brain weight (y) based on body weight (x). 
 

Body weight (kg) Brain weight (g) Body weight (kg) Brain weight (g) 
52.16 440 100 157 
60 81 35 56 
27.66 115 62 1320 
85 325 83 98.2 
36.33 119.5 55.5 175 

 
13. Calculate the values for the regression coefficients b0 and b1. 

a. Write down the regression equation for the regression of brain weight versus body 
weight. 

b. Express this equation in words that a nonspecialist would understand. 
 
15.  If appropriate, estimate the brain weight for mammals with the following body 
weights. If not appropriate, clearly explain why not. 

a. 50 kg 
b. 100 kg 
c. 200 kg 
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Probability 
 

 
5.1 Introducing Probability 

 
 
 
Introduction 
 
In this chapter, we show how to use SPSS to generate some random sequences.  Since 
SPSS is primarily a data analysis computer package, it can’t help much with some of the 
typical probability calculations; a calculator is much more useful with those. 
 
Beware: Since we are simulating pseudorandom values, your results most likely will not 
agree with those shown here; they should, however, be fairly similar. 

 67



68  Chapter 5 - Probability 

5.1   Introducing Probability 
 
In this section, we work some examples that use SPSS to generate random sequences.  
We include an example generating a random variable using a model (as shown in 
Example 5.9). 
 
 
Example 5.6 Simulating Dice.  Simulate rolling a fair die over and over again.  Use this 
to estimate the proportion of 6’s. 
 
Solution.  Start with a new (blank) worksheet.  To tell SPSS that we want 100 
observations generated, scroll down entering 1 until you can enter a 1 in row 100.  We 
will truncate a uniform random variable to get rid of decimal places.  Since we want 
values 1 through 6, we will generate our uniform observations as being between 1 and 7 
(so that 6’s are possible). 

 
 
 
 
 
 
 
Clicking OK generates data for the rolls.  To find the percentage of the time that there 
was a “6” in the set, we could manually scan down the data sheet and count, but that’s 
inefficient and we might miss some.  To answer this question, we use Analyze, 
Descriptive Statistics, Frequencies to create a table of the values. 
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Die1 

  
Frequency Percent Valid Percent 

Cumulative 
Percent 

1 23 23.0 23.0 23.0 

2 17 17.0 17.0 40.0 

3 14 14.0 14.0 54.0 

4 17 17.0 17.0 71.0 

5 18 18.0 18.0 89.0 

6 11 11.0 11.0 100.0 

Valid 

Total 100 100.0 100.0  
 
From the table, we can see that in our 100 repetitions of this experiment, 6 was “rolled” 
11 times out of 100, or 11% of the time. 
 
Example 5.9  Random draws using a probability model. Suppose we consider the 
probabilities in Table 5.2 as population values.  Use technology to simulate random 
draws using the probability model in Table 5.2 
 
Solution:  We’ll first generate 100 random “draws” from a uniform (equally likely) 
model, then use the Data, Transform, Recode into separate variables function to 
transform the uniform variable into employment categories. 
 
Assuming we’re still using the same worksheet of data as in the previous example, we 
will again use Transform, Compute Variable to create variable Random as below.  
(This generates 100 rows because we initially placed a 1 in row 100 of VAR001.) 
 
 
 
 
 
 
We can observe the first few values in the Data View.    We’ll use these 
random results to assign “Private company” to any values between 0 
and 0.597, then “Federal government” to values greater than 0.597 but 
less than 0.738 (adding 0.141 to 0.597), and so on.   
 
 
 

 
 
 
 
 
 



70  Chapter 5 - Probability 

We first tell SPSS what variable is being recoded, and give the new variable a name and 
label.  Click Change so you can see that Random will become Sector. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Now, click Old and New Values.  We’ll enter the value ranges one at a time with the 
new values.  First, we specify that Private Company is from the lowest through 0.597.  
Note that we checked the box for the output variable as a string and give it length 16.  
Add the specification, then inputting and Adding the rest of the sectors.  Don’t worry 
about “overlapping” ranges—the random numbers have many decimal places (even 
though not all are displayed). 
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When finished, click Continue and OK to make the transformation.  To see the final 
results, use Analyze, Descriptive Statistics, Frequencies to create the frequency table. 
 

Sector 

  
Frequency Percent Valid Percent 

Cumulative 
Percent 

Federal governme 18 18.0 18.0 18.0 

Local government 9 9.0 9.0 27.0 

Private company 59 59.0 59.0 86.0 

Private nonprofi 4 4.0 4.0 90.0 

Self-employed 9 9.0 9.0 99.0 

State government 1 1.0 1.0 100.0 

Valid 

Total 100 100.0 100.0  

 
 
 
Exercises 
 
Section 5.1 
 
49.  Another survey question asked by USA Weekend was “If you had to choose just one 
type of music to listen to exclusively, which would it be?”  The results are shown in the 
table.   
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Hip-hop/rap      27.0%
Pop              23.0%
Rock/punk        17.0%
Alternative      7.0% 
Christian/gospel 6.0% 
R&B              6.0% 
Country          5.0% 
Techno/house    4.0% 
Jazz             1.0% 
Other            4.0% 

 
a.  Construct a probability model. 
b.  Confirm that your probability model follows the Rules of Probability. 
c.  Is it unusual for a respondent to prefer jazz? 
d.  Use technology to draw random samples of sizes 10, 100, 1000, and 10,000 from your 
probability model. 
e.  What can you conclude about the relative frequencies as the sample size increases? 
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the Normal Distribution 

 
 

6.1
6.2
6.3

Discrete Random Variables 
Binomial Probability Distributions 
Continuous Random Variables and 
the Normal Distribution 

 
 
Introduction 
 
In this chapter, we show how to use SPSS to compute probabilities for some standard 
distributions.  We also create probability histograms and compute the mean and standard 
deviation of random variables. 
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6.1   Discrete Random Variables 
 
In this section, we create a probability histogram for a discrete random variable and find 
its mean and standard deviation. 
 
 
Example 6.7 The meaning of the mean of a discrete probability distribution.  The 
U.S. Department of Health and Human Services reports that there were 250,000 babies 
born to teenagers aged 15 to 18 in 2004.  Of these 250,000 births, 7% were to 15-year-
olds, 17% were to 16-year-olds, 29% were to 17-year-olds, and 47% were to 18-year-
olds.  
 a. Graph the probability distribution of the random variable X = age 
 b. Estimate the mean of X using the balance point idea from page 88. 
 c.  If one of the teenagers represented in the table is chosen at random, what is the 
most likely age of that teen ager when her baby was born? 
 
Solution.  We have entered the ages and probabilities (as decimals) in a worksheet.  We 
use Graphs, Legacy Dialogs, Bar to create the histogram for Values of individual 
cases. 
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Sin
ce almost half the mothers (47%) were 18 at the time of the birth, we’d estimate the mean 
is a bit higher than 17.  18 is the most likely age if one of these were selected at random.   
 
 
Example 6.8  Calculating the mean of a discrete random variable.  Find the mean age 
of the mother for the babies born to teen agers aged 15 to 18 in 2004, from Example 6.7. 
 
Solution:  We use Transform, Compute Variable to multiply each age by its 
probability, then us Analyze, Descriptive Statistics, Frequencies to find the sum (click 
the Statistics button and check the box for Sum).  To the accuracy given, we have 

17μ =  (a calculator gives 17.16). 
 
 
 
 
 

Statistics 

Meanparts  
Valid 4

Missing 0

N 

Sum 17
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Example  Variability of teenage mothers’ ages.  Find the variance and standard 
deviation of the teenage mothers. 
 
Solution:  Using the calculator’s mean of 17.16, we find the variance parts as 

 then add these together for the variance.  The standard deviation is 
the square root of the variance. 

*( 17.16)**2,p age −

 
 
 
 
 
 
SPSS displays a rounded 1.  However, examining the data worksheet, the variance is less 
than 1.  We’ve “manually” added these to   We have 2 0.90.σ = 0.90 0.9487.σ = =  
 

Statistics 

Varparts  
Valid 4 

Missing 0 

N 

Sum 1 

 
 
6.2  Binomial Probability Distributions 
 
Binomial random variables are the number of “successes” in a fixed number of 
independent trials where there are only two outcomes (of interest), and the probability of 
a “success,” p, is constant.  SPSS has two probability calculations available for these: 
PDF.Binom that computes P(X = k) and CDF.Binom that computes P(X ≤ k). 
 
 
Example 6.15 Can Joshua ace the multiple-choice stats quiz by guessing?  Suppose 
that Joshua is about to take a four-question multiple choice statistics quiz.  Josh did not 
study for the quiz, so he will have to take random guess on each of the four questions.  
Each question has five possible alternatives, only one of which is correct. 
 a.  What is the probability the Joshua will ace the quiz by answering all the 
questions correctly? 
 b.  What is the probability that Joshua will pass the  quiz by answering at least 
three questions correctly? 
 
Solution:  We use Transform, Compute Variable with PDF.Binom to find P(X = 4) 
with 4 trials and p = 0.2.  Increase the number of decimal places on the result variable to 
4.  Josh’s chance of acing the quiz is almost 0; it is 0.0016. 
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To compute the chance of at least 3 correct, we treat 3 or more as the complement of 2 or 
less.  We find the desired probability as 1 – P(X ≤ 2).  The chance Josh will pass is pretty 
slim—about 2.7%, 
 

 
 
 
 

−∞ .+∞

 
 
6.3  Continuous Random Variables and the Normal Distribution 
 

Discrete random variables have only finite or countable possible values (binomials have 
possible values 0, 1, 2, …, n).  Continuous random variables can take on any value in 
some interval.  Normal distributions are continuous, and mathematically, can take on any 
value from  to   SPSS has a CDF.Normal function that can be used with 
Transform, Compute Variable to find the probability a normal random variable is less 
than a specified value.  (Note: for continuous random variables, we define P(X = a) = 0 
for all values a.) 
 
Example 6.22  Grade Inflation.  Many educators are concerned about grade inflation.  
One study shows that one low-SAT-score high school (with mean combined SAT score = 
750) had higher mean grade point average (mean GPA = 3.6) than a high-SAT-score 
school (with mean combined SAT score = 1050 and mean GPA = 2.6).  Define the 
following random variable: 
 

X = GPA at the high-SAT-score school 
 
Assume that X is normally distributed with mean 2.6μ =  and standard deviation 

0.46.σ =  
 a.  What is the probability that a randomly chosen GPA at the high-SAT-score 
school will be between 3.06 and 3.52? 
 b.  Find the probability that a randomly chosen GPA at the high-SAT-score school 
will be greater than 3.52. 
 
Solution:  We recognize that 3.06 is 1 standard deviation above the mean.  

  Similarly, 3.52 is 2 standard deviations above the mean.  
From the 68–95–99.7 rule, there is approximately a (.95 – .68)/2 = 0.135 = 13.5% chance 
a randomly chosen GPA will be between 3.06 and 3.52.  We can find the answer more 
precisely by computing P(X < 3.52) – P(X < 3.06).  Our result is 13.59%. 

(2.06 2.60) / 0.46 1.z = − =
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Similarly, there is approximately a (1 – .95)/2 = 0.025 = 2.5% chance of randomly 
drawing a GPA above 3.52.  We find this probability more exactly using P(X > 3.52) = 1 
– P(X < 3.52) = 0.228 = 2.28%. 

 
 
 
 

 

 
 
Example 6.23  Find the area to the left of a value of Z. Find the area to the left of Z = 
0.57. 
 
Solution:  Z is standard normal with mean 0 and standard deviation 1.  We use 
CDF.Normal to find the area is 0.7157 = 71.57%. 
 

 
 
 
 

 
 
 
 
 

 
 
Example 6.24  Find the area to the right of a value of Z.  Find the area to the right of  
Z = –1.25. 
 
Solution:  We subtract the area to the left of Z = –1.25 from 1.  The area is 0.8944 = 
89.44%. 

 
 
Example 6.30  Find the value of Z with area 0.90 to the left.  Find the standard normal 
Z that has area 0.90 to the left of it. 
 
Solution:  This is the opposite of finding the area (since we are given the area).  This 
requires an inverse normal calculation: we use IDF.Normal.  To two decimal places, this 
is Z = 1.28. 
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Example 6.31  Find the value of Z with area 0.03 to the right.  Find the standard 
normal Z-value  that has area 0.03 to the right of it. 
 
Solution:  IDF.Normal requires the area to the left of the desired point.  We subtract 0.03 
from 1 to find this point has area 0.97 to the left.   This is Z = 1.88. 
 

 
 
Example 6.34  April in Georgia.  The state of Georgia reports that the average 
temperature statewide for the month of April from 1949 to 2006 was   
Assume that the standard deviation is  and that temperature in Georgia in April is 
normally distributed.  Draw the normal curve for temperatures between 45.5°F and 77.5 
°F.  Find the probability that the temperature is between 45.5°F and 77.5°F in April in 
Georgia. 

o61.5 F.μ =
o8 Fσ =

 
Solution:  SPSS won’t draw the normal curves for you.  We’ll use CDF.Normal to find 
the desired probability as P(X < 75.5) – P(X < 45.5) = 0.9372 = 93.72%. 
 

 
 

 
Example 6.37  How tall do you have to be before you have to special-order your cap 
nd gown?  Suppose that we wanted only the tallest 1% of our stua dents to have to 

ich tal l havspecial-order gowns.  What is the height at wh l students wil e to special-order 
their gowns? 
 
Solution:  From previous examples, we have 68μ =  inches and 3σ =  inches.  We use 

F.NormalID  with 99% of the area to the left of the desired height.  These tallest students 
are at least 74.98 inches tall (about 6 feet 3 inches).
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Example 6.41  Childhood immunizations.  The Centers for Disease Control and 
Prevention reported that 20% of preschool children lack required immunizations, thereby 
putting themselves and their classmates at risk.  For a group of n = 64 children, with p = 
0.2, the binomial probability distribution is shown in Figure 6.61.   

a. Approximate the probability that there are at most 12 children without 
immunizations. 

b.  Approximate the probability that there are more than 12 children without 
immunizations. 

 
Solution:  This binomial distribution can be approximated by a normal because 64*.2μ =  

ore than 5.  Similarly, 64(1 – .2) is also more than 5.  We have already found 
the mean of the distribution, and compute the standard deviation as 
= 12.8 is m

64*.2*.8 3.2.σ = =

 
 
 
 

  Normal distributions are continuous while binomials are discrete.  
We consider any binomial outcome as extending from 0.5 below the value to 0.5 above it 
(what we would round to that value), so we find P(X ≤ 12) as P(X ≤ 12.5) = 0.4627 = 
46.27% .  To find the probability of more than 12, recognize that this is P(X ≥ 13) = 1 – 
P(X ≤ 12) = 1 – 0.4627 = 0.5373 = 53.73%. 
 

 
 
Exercises 
 
Section 6.1 
 
20. Josefina is the star athlete on her college soccer team. She especially loves to score 
goals, and she does this on a regular basis. The probability that she will score 0, 1, 2, or 3 
goals tonight are 0.25, 0.35, 0.25, and 0.15. 

a. What is the probability that Josefina will score fewer than 3 goals tonight? 
b. What is the most likely number of goals Josefina will score? 
c. What is the probability that Josefina will score at least 1 goal tonight? 

 
 
For Exercises 23 through 26, find the mean, variance, and standard deviation of the given 
random variables. Then, draw a probability distribution graph for each variable. Plot the 
mean of the random variable on each graph. Does this value for the mean make sense as 
the point where the distribution balances? 
 
22. Paige has kept track of the number of students in her classrooms over the years. She 

has drawn up the following probability distribution of X = number of students. 
 

X 22 23 24 25 
P(X) 0.3 0.2 0.1 0.4 
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28. Smokers. The National Survey on Drug Use and Health (2005) reported that 5 
million young people aged 12–18 had tried tobacco products in the previous month. The 
table contains the proportions of these 5 million who had done so, at each age level. Let X 
= age of the person who had tried tobacco products in the previous month.  
 

X = age P(X) 
12 0.01 
13 0.04 
14 0.07 
15 0.13 
16 0.18 
17 0.23 
18 0.34 

 
a. Construct the graph of the probability distribution. 
b. Estimate the mean of the random variable X = age. 
c. Calculate the expected age. 
d. Clearly interpret the meaning of the expected age. 

 
Section 6.2 
 
44. Vowels. In the written English language, 37.8% of letters in a randomly chosen text 
are vowels. 

a. If you choose 15 letters at random, what is the most likely number of vowels? 
b. Find the probability that the sample contains at most 5 vowels. 
c. Find the probability that the sample contains exactly 5 vowels. 

 
48. Shaquille O’Neal. In the 2003–4 National Basketball Association regular season, 
Shaquille O’Neal led the league with a 58.4% field goal percentage (proportion of shots 
that are baskets). Suppose that we take a sample of 50 of O’Neal’s shots. 

a. Find the probability that the sample contains exactly 25 baskets. 
b. What is the most likely number of baskets that O’Neal will make in 50 shots? 
c. Find and interpret the mean number of baskets. 

 
64. Violent Crime at School. The National Center for Education Statistics reports that, 
in 2000, the percentage of 18-year-olds who were victims of violent crime at school was 
3.4%. Consider a random sample of 1000 18-year-olds. 

a. Find the probability that at most 40 are victims of violent crime at school. 
b. Find and interpret the mean. 

 
Section 6.3 
 
24. Magic McGrady. In the 2003–2004 National Basketball Association regular season, 
Tracy McGrady of the Orlando Magic led the league in points per game with 28. Suppose 
that McGrady’s points per game follow a normal distribution with mean µ = 28 and 
standard deviation σ = 8. 
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a. Shade the region that represents more than 36 points scored in a game. 
b. What is the probability that McGrady scored more than 36 points in a game? 

 
 

26. Math Scores. The National Center for Education Statistics reports that in 2005 the 
mean score on the standardized mathematics test for eighth-graders increased by 7 points 
from 2000. The mean score in 2005 was µ =  273; assume a standard deviation of σ = 7. 

a. Shade the region that represents scores between 266 and 273. 
b. What is the probability that a student scored between 266 and 273 on the test? 

 
28. Hospital Patient Length of Stays. A study of Pennsylvania hospitals showed that the 
mean patient length of stay in 2001 was 4.87 days with a standard deviation of 0.97 days. 
(Lynn Unruh and Myron Fottler. “Patient turnover and nursing staff adequacy.” Health 
Services Research. April 2006.) Assume that the distribution of patient length of stays is 
normal 

a. Shade the region that represents patient length of stay of less than 3.9 days. 
b. Find the probability that a randomly selected patient has a length of stay of less 

than 3.9 days. 
 
Section 6.4 
 
Find the area under the standard normal curve that lies to the left of the following. 
 
18. Z = 2 
 
Find the area under the standard normal curve that lies to the right of the following. 
  
28. Z = – 0.69 
 
Find the area under the standard normal curve that lies between the following. 
    
32. Z = 1.28 and Z = 1.96 
  
 
64. Checking the Empirical Rule. Check the accuracy of the Empirical Rule for Z = 3. 
That is, find the area between Z = – 3 and Z = 3 using the techniques of this section. Then 
compare your finding with the results for Z = 3 using the Empirical Rule. 
 
Section 6.5 
 
50. Math Scores. The National Center for Education Statistics reports that mean scores 
on the standardized math test for 12th-graders in 2000 declined significantly from 
previous years. The mean score in 2000 was µ = 147; assume σ = 10. 

a. Find the probability that the test score of a randomly selected 12th-grader was 
greater than 150. 

b. What percentage of test scores were below 125? 
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c. What proportion of test scores were between 155 and 160? 
d. Suppose students who scored at the 5th percentile or lower could not graduate. 

Find the 5th percentile test score. 
 
52. Hospital Patient Length of Stays. A study of Pennsylvania hospitals showed that the 
mean patient length of stay in 2001 was 4.87 days with a standard deviation of 0.97 days. 
Assume that the distribution of patient length of stays is normal. 

a. Find the probability that a randomly selected patient has a length of stay of greater 
than 7 days. 

b. What percentage of patient lengths of stay are less than 4 days? 
c. What proportion of patient lengths of stay are between 3 and 5 days? 
d. Find the 50th percentile of patient lengths of stay. What is the relationship 

between the mean and the median for normal distributions? 
e. A particular patient had a length of stay of 8 days. Is this unusual? On what do 

you base your answer? 
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Introduction 
 
In this chapter, we show how to use SPSS to compute probabilities for means and 
proportions, taking advantage of the properties of normal distributions and the Central 
Limit Theorem.  As in Chapter 6, most of these calculations will involve CDF.Normal 
and Transform, Compute Variable. 
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7.1   The Sampling Distribution of a Mean 
 
If the population has a normal distribution, all sample means are also normally 
distributed.  Also, by the Central Limit Theorem for means, with “large enough” samples, 
these sample means will also be normally distributed. 
 
Example 7.6  Sampling distribution of sample mean statistics quiz score.  Suppose 
that statistics quiz scores for a certain instructor are normally distributed with mean 70 
and standard deviation 10.  Find the probability that a randomly chosen student’s score 
will be above 80. 
 
Solution:  Since the population is normally distributed, we use CDF.Normal and subtract 
the area below 80 from 1.  The chance is 15.87%. 
 

 
 
 
 

 
 
Example 7.7  Finding probabilities using the sample mean.  Using the information in 
Example 7.6, find the probability that a sample of 25 quiz scores will have a mean score 
greater than 80. 
 
Solution:  Since the population has a normal distribution, the sample mean will also have 
a normal distribution, with the same mean as the population (80), but standard deviation 

/ 10 / 25 2.x nσ σ= = =   We use CDF.Normal as in Example 7.6 above, but change 
the standard deviation. 

 
 
 
 
 

 
Example 7.9  Finding probabilities and percentiles using sample means.  Use the 
information in Example 7.6.   
 a.   Find the 5th percentile of the class mean quiz scores. 

b.  If a sample mean is chosen at random, what is the probability it will lie 
between 66.71 and 73.29? 

c.  What two symmetric values for the sample mean quiz score contain 90% of all 
sample means between them? 

 
Solution:  To find percentiles, use IDF.Normal.  The fifth percentile is 66.71.  (This is 
3.29 points below the mean of 70.)  This means 45% of quiz score means are between 
66.71 and 70.  Extending this reasoning, there will also be 45% of quiz score means 
between 70 and 73.29.  90% of all quiz score means will be between 66.71 and 73.29. 
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Example 7.13  Application of the Central Limit Theorem for the Mean.  Suppose that 
we have the same data set as in Example 7.12, but this time we increase our sample size 
to 36.  Now, try again to find the probability that a random sample of size n = 36 will 
have a mean number of small businesses greater than 17,000.  
 
Solution:  With this “large enough” sample (more than 30), we can say that our sample 
mean should be approximately normally distributed with mean 12,485μ =  and standard 
deviation 21973/ 36 3662.16667.xσ = =  Use CDF.Normal and subtract the area below 
17,000 from 1.  The chance of finding a mean number of small businesses greater than 
17,000 in a sample of 36 cities is about 10.9%. 
 

 
 

 

 
 
7.2  The Sampling Distribution of a Proportion 

The sample proportion, ˆ / ,p X n= is approximately normally distributed with mean 
pμ =  and standard deviation (1 ) /p p nσ = −  if the sample size and population 

proportion are such that we can use the normal approximation to a binomial random 
ariable, namely np ≥ 5 and n(1 – p) ≥ 5.   This fact will be central to inference for v

proportions. 
 
Example 7.21  Using the sampling distribution of p̂  to find a probability.  Using the 
information in Example 7.20, find the probability that a sample of Texas workers will 
ave a proportion unemployed greater than 9% for samples of size (a) 30 respondents and 

for this 

h
(b) 117 respondents. 
 
Solution:  In Example 7.20, we were told that the March 2007 unemployment rate in 
Texas was 4.3%.  Since 0.43*30 = 1.29, we cannot use the normal approximation 
question.  We’ll use CDF.Binom instead and fi
workers in a sample of size 30 (0.09*30 = 2.7) as the com

nd the chance of at least 3 unemployed 
pleme

 
 
 

nt of 2 or fewer.   
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For the sample of 117, we’ll expect 0.43*117 = 5.031μ =  unemployed workers.  Since 
this is more than 5, we can use the normal approximation for this question.  The standard 
deviation of the proportion will be .043*.957 /117 0.01875.σ = =   This chance is much 
less than in the sample of 30: 0.0061. 
 

 
 
 
 

 
 
Example 7.22  Using the sampling distribution of p̂ to find a percentile. Using the 
information from Example 7.20, find the 99th percentile of the sampling distribution of p̂  
for n = 117. 
 
Solution:  Use IDF.Normal to find the 99th percentile is about 8.67 percent. 
 

 
 
 
 

 
 
 
Exercises 
 
Section 7.1 
 
Vehicle Weights. Use the following information for Exercises 27–32. The data set 
Crash, located on your data disk, contains the results of crash tests performed in 1992 for 
352 different vehicles. The variable “weight” contains the weight in pounds of the 
vehicles. A random sample of 46 of these vehicles was selected and their weights noted. 
The following table contains descriptive statistics for the weights of the 46 vehicles in the 
sample and population parameter values for the weights of all 352 vehicles in the 
population of vehicles in the data set Crash. 
 

 Sample
statistic

Population 
parameter 

Mean x = 3021 µ = 2930.34 
Median 3040 2855 
Minimum 1650 1590 
Standard deviation s = 607 σ = 627.13 

 
28. a. What is the point estimate for the minimum weight of all crash test vehicles? 



88  Chapter 7 – Sampling Distributions 

b. Do you think that this estimate (using the sample of 46 vehicles) tends to 
overestimate or underestimate the population minimum weight of all 352 crash 
test vehicles? Clearly explain why you think so. 

c. If we took another sample of vehicles, would you expect to get the same 
minimum weight? Explain why or why not. 

 
34. Student Heights. The heights of a population of students have a mean of 68 inches (5 
feet 8 inches) and a standard deviation of 3 inches. For each of the following sample 
sizes, find xμ and xσ . 

a.  Sample size n = 10 students 
b.  Sample size n = 100 students 
c.  Sample size n = 1000 students 

 
2006 Olympic Figure Skating Scores. Use this information for Exercises 45–48. The 
table shows the Ladies’ Short Program scores for the top five finishers in the 2006 Winter 
Olympic Games in Torino, Italy. Consider these scores to be a population. 
 

Skater Nation Score 
Sasha Cohen United States 66.73 
Irina Slutskaya Russia 66.70 
Shizuka Arakawa Japan 66.02 
Fumie Suguri Japan 61.75 
Kimmie Meissner  United States 59.40 

 
45. a.  How many samples of size n = 2 can we generate from this population of size 5? 

b. Compute the population mean µ. Do we usually know the value of the population 
mean in a typical real-world problem? Why or why not? 

c. Calculate the population standard deviation σ. Do we usually know the value of 
the population standard deviation in a typical real-world problem? Why or why 
not?  

 
Section 7.2 
 
32. 2007 prices for boned trout are not normally distributed, with µ = $3.10 per pound 
and  σ  = $0.30. A sample of size 16 is taken. Find the sample mean price that is smaller 
than 90% of all sample means. 
 
33.  Accountant incomes are normally distributed, with $60,000μ =  and $10,000.σ =  
A sample of size 16 is taken.  Find the sample mean accountant income that is smaller 
than 90% of all sample means. 
 
44. Computers per School. The National Center for Educational Statistics 
(http://nces.ed.gov) reported that the mean number of instructional computers per public 
school nationwide was 124. Assume that the standard deviation is 49 computers and that 
there is no information about the shape of the distribution. Suppose we take a sample of 
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size 75 public schools, and suppose we are interested in the probability that the sample 
mean number of instructional computers is less than 100. 

a. Does Case 1 apply? If so, proceed to find the P( x < 100). If not, explain why not. 
b. Does Case 2 apply? If so, proceed to find the P( x  < 100). If not, explain why not. 
c. What is the probability that a sample of size 75 public schools will have more 

than 100 instructional computers? (Hint: Use your answers to (a) and (b) and take 
the easy way to a solution.) 

 
Coaching and SAT Scores. Use this information for Exercises 50–57. The College 
Board reports that the mean increase in SAT Math scores of students who attend review 
courses (coaching) is 18 points. Assume that the standard deviation of the change in score 
is 12 points and that changes in score are not normally distributed. We are interested in 
the probability that the sample mean score increase is negative, indicating a loss of points 
after coaching. 
 
50. Suppose we take a sample of size 20. 

a. Does Case 1 apply? If so, proceed to find P( x < 0), the probability that the sample 
mean score increase is negative, indicating a loss of points after coaching. If not, 
explain why not. 

b. Does Case 2 apply? If so, proceed to find P( x <  0). If not, explain why not. 
 
Section 7.3 
 
42. Women’s Radio Preferences. In their 2001 study What Women Want: Five Secrets 
to Better Ratings, the Arbitron company reported that “Music I Like” is the biggest factor 
in deciding which radio station to tune to, chosen by 87% of women. 

a.  Find the minimum sample size n* that produces a sampling distribution of that 
is approximately normal. 

p̂

b.  Confirm that this sample size satisfies the conditions in Fact 8. 
c. Describe the sampling distribution of  if we use this minimum sample size. 

Which fact allows us to say this? 
p̂

d.  Find and p̂ p̂σ  for n =50. 
e.  Find the probability that, in a sample of 50 women, more than 45 chose “Music I 

Like” as the reason they decide which radio station to tune to. 
 
People with No One to Turn To. Use this information for Exercises 51–54. The Pew 
Internet and American Life Project conducts surveys on Americans’ use of the Internet in 
everyday life. In the weeks following the attacks of September 11, 2001, they asked 
respondents the following question: “When you need help, would you say that you can 
turn for support to many people, just a few people, or hardly any people at all?” The 
results are shown in the table. Consider the 4395 respondents to form a population. 
 

Response Frequency
Many people 2058
Just a few people 1806
Hardly any people 485
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No one/None 46
Total 4395

 
Note that the response “No one/None” was not part of the question, but some people 
volunteered the response anyway. We are interested in the proportion of respondents who 
say that they have no one to turn to when they need help. 
 
51. Construct a relative frequency distribution from the information provided in the table 
of survey results. 
 
52. Consider the table of survey results. 

a. What is the value of p, the population proportion of people who have no one to 
turn to? 

b. What effect do you think p being so small will have on the sample size that 
produces a sampling distribution of p̂ that is approximately normal? 

c. Find the minimum sample size n* required to produce a sampling distribution of 
p̂  that is approximately normal. 

d. Confirm that this sample size satisfies the conditions in Fact 8. 
e. Comment on the size of this minimum required sample size. 
f. Describe the sampling distribution of p̂  if we use this minimum sample size. 
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Introduction 
 
In this chapter, we show how to use SPSS (primarily as a calculator) to compute 
confidence intervals for parameters of a normally distributed population.   
 
Since SPSS is really a data analysis package, it has no built-in capability to compute 
confidence intervals for summarized data, nor for Z distribution confidence intervals. It 
will only compute t confidence intervals with “raw” (unsummarized) data.  
 
Note:  Because of rounding, some differences may occur with different technologies.  
These are usually not a major cause for concern. 

 91
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8.1 Z Intervals for the Mean 
 
In this section, we show how to compute a confidence interval for the mean of a normal 
population with known standard deviation σ .  Here, as mentioned in the introduction to 
this chapter, we can really only use the Transform, Compute Variable function of 
SPSS to mimic a calculator. 
        
Example 8.3 Z Interval for the mean.  The Washington State Department of Ecology 
reported that the mean lead contamination in trout in the Spokane River is 1 part per 
million (ppm), with a standard deviation of 0.5 ppm.  Suppose a sample of n = 100 trout 
has a mean lead contamination of 1x =  ppm.  Assume that 0.5σ =  ppm. 
 a.   Determine whether Case 1 or Case 2 applies. 

b. Construct a 95% confidence interval for ,μ  the population mean lead 
contamination in all trout in the Spokane River. 

 c.   Interpret the confidence interval. 
 
Solution.  Case 2 applies, since the sample size is 100.  For a 95% confidence interval 
with σ  “known,” the value of z* is 1.96.  The confidence interval is of the form 

*x z
n
σ

±

 

.  We compute the lower and upper ends of the interval as 

 

 
Our results are  
 
 
We normally report one more significant digit than was in the information provided, but 
check with your instructor for his or her rounding rules.  I would say that based on this 
information, I am 95% confident the mean lead contamination in trout in the Spokane 
River, based on this sample is between 0.90 and 1.10 ppm. 
 
Note: Because the confidence interval is of the form x m± , we can find the margin of 
error m by subtracting x  from the right endpoint of the interval:  1.1 - 1 = 0.1. 
 
Example 8.5 Watching that sodium. Continuing with the breakfast cereal data set in 
Example 8.4, the five cereals with zero sodium were omitted, and the mean of the 
remaining 23 cereals is 192.39 mg.  Assume that σ  equals 50 mg of sodium.  Assess the 
normality of the reduced data set.  If appropriate, construct a 99% confidence interval 
forhte mean sodium content. 
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Solution.  We’ll use SPSS to create a normal quantile plot of the data in file ta08-03.por 
after removing the five observations with 0 sodium (Frosted Mini-Wheats, Maypo, 
Puffed Rice, Quaker Oatmeal, and Shredded Wheat).  Just press the delete key on each 
value.  Use Analyze, Descriptive Statistics, Q-Q Plots to create the graph. 
 
 
 

 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 

All the data points cluster around the line, so the remaining data is approximately normal. 
We were given the mean and population standard deviation in the Example statement, so 
we use these to compute the high and low ends of the confidence interval. 
 

 
The endpoints of the interval are   
 
 
 
We can say we are 99% confident the mean sodium content in breakfast cereals 
(excluding cereals with no sodium) is between 165.53 and 219.25 mg.  The margin of 
error for this confidence interval is 219.25 – 192.39 = 26.86 mg. 
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8.2  t Intervals for the Mean 
 
When the population standard deviation is not known, the sample mean does not have a 
normal sampling distribution, but a t distribution. We begin with a short exercise that 
allows us to find a critical value t* upon specifying the degrees of freedom and 
confidence level.  This makes use of our old friend Transform, Compute Variable. 
 
Example 8.11 Finding   Find the value of  that will produce a 95% confidence 
interval for 

/ 2.tα / 2tα
μ  if the sample size is n = 20. 

 
Solution.  The confidence intervals are based on t distributions with n – 1 degrees of 
freedom, since we have a single sample.  So we need 19 degrees of freedom.  Since our 
confidence region is in the middle of the curve, we add half of the leftover area to the 
desired amount of confidence to find the area to the left of t*. 
 
We will use Idf.T from the Inverse DF function group. 
 

  
 
 

 
 

 
Example 8.12  Fourth grade feet.  Suppose a children’s shoe manufacturer is interested 
in estimating the population mean length of fourth graders’ feet.  A random sample of 20 
fourth graders’ feet yielded the following foot lengths, in centimeters. 
 

22.4 23.4 22.5 23.2 23.1 23.7 24.1 21.0 21.6 20.9 
25.5 22.8 24.1 25.0 24.0 21.7 22.0 22.7 24.7 23.5 

 
Construct a 95% confidence interval for ,μ  the population mean length of all fourth 
graders’ feet. 
 
Solution:  This is a small sample (n = 20), so we 
need to check that the data are approximately 
normally distributed.  We can create the normal 
quantile plot and compute the interval using 
Analyze, Descriptive Statistics, Explore for the 
data in ex08-12.por.  Be sure to click Plots, and 
check the box for Normality Plots with tests. 
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Turning first to the normal plot, we see that all the data points track the line well; these 
data are approximately normal, so we can look at the interval in the statistics table. 
 
 
 

 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

Descriptives 

   Statistic Std. Error 

Mean 23.095 .2862

Lower Bound 22.496  95% Confidence Interval for 
Mean 

Upper Bound 23.694  
5% Trimmed Mean 23.083  
Median 23.150  
Variance 1.638  
Std. Deviation 1.2800  
Minimum 20.9  
Maximum 25.5  
Range 4.6  
Interquartile Range 2.0  
Skewness .008 .512

Foot lengths 

Kurtosis -.600 .992

 



 Chapter 8 – Confidence Intervals 96 

The 95% confidence interval is given as 22.496 to 23.694.  We are 95% confident the 
average fourth grader’s foot is between 22.496 and 23.694 centimeters long, according to 
the information in this sample.  The margin of error of this interval is 23.694 – 23.095 = 
0.599 centimeters. 
 
 
8.3  Z Interval for a Population Proportion 
 
Intervals for a proportion are based on the sample statistic ˆ / ,p X n=  where X is the 
number of “successes” in the sample and n is the sample size.  We saw in Chapter 7 that 
if both np ≥ 5 and n(1 – p) ≥ 5, then p̂  will be approximately normally distributed with 
mean p and standard deviation (1 ) / .p p− n   In this situation, the restriction practically 
means that we have at least 5 “successes” and at least 5 “failures.” We make use of these 
facts in computing these confidence intervals using Transform, Compute Variable. 
 
Example 8.17  Z interval for the population proportion p.  Using the survey data from 
Example 8.16, verify that the conditions for constructing the Z interval for p have been 
met, and construct a 95% confidence interval for the population proportion of community 
college students who have worked with classmates outside class to prepare a group 
assignment during the current academic year. 
 
Solution.  We had n = 300 students and x = 174, so there were more than 5 who did work 
outside class to prepare the group assignment.  If 174 did, there were 300 – 174 = 126 
who did not; this is also more than 5.  Our point estimate of p is ˆ 174 / 300 0.58.p = =  We 
show the computations for the interval below. 
 

 
The final interval is  
 
 
 
Based on this sample, we’ll estimate that between 52.4% and 63.6% of all community 
college students have worked with classmates outside class on an assignment this school 
year, with 95% confidence.  The margin of error for this interval is 0.636 – 0.58 = 0.056, 
or 5.6%. 
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8.4  Confidence Intervals for the Population Variance and Standard 
Deviation 
 
Confidence intervals for the variance (and standard deviation) are based on a family of 
distributions called Chi-squared 2( ).χ   Like t distributions, these change shape 
(dramatically) based on the degrees of freedom.  Once again, we’ll have to use 
Transform, Compute Variable to calculate these intervals.  Since the distributions are 
not symmetric, these intervals are not just estimate ± margin of error. We have to find the 
low and high critical values separately.  We begin with an example finding these critical 
values. 
 
Example 8.20  Finding the 2χ  critical values.  Find 2χ  critical values for a 90% 
confidence interval, where we have a sample size n = 10.   
 
Solution.  With n = 10, there are 9 degrees of freedom.  We use IDF.Chisq to find the 5th 
percentile and the 95th percentile of this distribution. 
 

 
 
 
 

 
 
 
 

 
Example 8.21  Constructing confidence intervals for the population variance 2σ  and 
population standard deviation .σ   The accompanying table shows the city gas mileage 
for 6 hybrid cars, as reported by the Environmental Protection Agency and 
www.hybridcars.com in 2007. 
 

Vehicle Mileage (mpg)
Honda Accord 30 
Ford Escape (2 wd) 36 
Toyota Highlander 33 
Saturn VUE Green Line 27 
Lexus RX 400h 31 
Lexus GS 450h 25 

 
a.  Confirm that the distribution of gas mileage is normal, using a normal probability 

plot. 
b.  Find the critical values  and 2

1 / 2αχ −
2

/ 2αχ  for a confidence interval with a 95% 
confidence level. 

http://www.hybridcars.com/


 Chapter 8 – Confidence Intervals 98 

c.  Construct and interpret a 95% confidence interval for the population variance of 
hybrid gas mileage. 

d.  Construct and interpret a 95% confidence interval for the population standard 
deviation of hybrid gas mileage. 

 
Solution:  We’ll first create the normal plot and find the summary statistics (we’ll need 
the standard deviation later) using Analyze, Descriptive Statistics, Explore.   Be sure to 
click the box for Normality plots in the Plots dialog box.  The plot below indicates that 
these data are approximately normal; all points are close to the line. 
 
 

 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
Descriptives 

   Statistic Std. Error 

Mean 30.33 1.626

Lower Bound 26.15  95% Confidence Interval for 
Mean 

Upper Bound 34.51  
5% Trimmed Mean 30.31  
Median 30.50  
Variance 15.867  
Std. Deviation 3.983  
Minimum 25  

Mileage (mpg) 

Maximum 36  
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We now use IDF.Chisq to find the critical values.  For 95% confidence, the critical 
values have 2.5% and 97.5% of the area to the left of them.   
 

 
 
 
 

 

 
 

 

 

 
The interval for the variance is now computed as shown below.  We use the value of the 
standard deviation found in Explore, and switch the roles of low and high (dividing by a 
larger number gives a smaller result). 
 

 
The resulting interval for the variance is  

 
 
 

Based on this sample, we can say we are 95% confident the variance of gas mileage for 
all hybrid cars is between 6.1813 and 95.4287 mpg2.  (Remember, the variance is in 
squared units.)  Since mpg2 is not a typical unit, we take the square root of each number, 
and find the 95% confidence interval for the standard deviation of gas mileage for all 
hybrid cars is from 2.486 to 9.769 mpg. 

 
 

8.5  Sample Size Considerations 
 

Suppose we want to find the minimum sample size n that will produce a desired margin 
of error E with a specific level of confidence.   To do so, we can use the formula 

2
/ 2zn
E

α σ⎛≥ ⎜
⎝ ⎠

⎞
⎟ , where  is the appropriate critical value for the desired amount of 

confidence.  When estimating sample size for a population proportion, this formula 

becomes 

/ 2zα

2
/ 2 ˆ (1≥ − ˆ ),zn p p

E
α⎛ ⎞

⎜ ⎟
⎝ ⎠

 where p̂  is an estimate of what the sample might show.  

In estimating sample size for a proportion, a prior estimate can save work, but using 
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ˆ 0.5p =  is always safe (the sample size will be the largest for a particular confidence 

level); in this case the formula becomes 
2

/ 20.5* .zn
E

α⎛ ⎞≥ ⎜ ⎟
⎝ ⎠

 

 
Example 8.24 Business majors’ salary revisited.  Suppose that we wanted higher 
precision in Example 8.23 and preferred to make the estimate to within $100 of the 
population mean rather than within $1000 of the population mean.  What effect would 
this have on the required sample size , if we wanted to keep the confidence level of 95%? 
Suppose we know that $5000.σ =  
 
Solution.  The critical value for 95% confidence is z = 1.96.  Using this value in the 

formula we have 

21.96*495000
100

n ⎛ ⎞≥ ⎜
⎝

⎟
⎠ . With σ  = 5000 and E = 100, we obtain a 

necessary sample size of n = 9604.   
 
 
Example 8.25 Required sample size for polls.  Suppose the Dimes-Newspeak 
organization would like to take a poll on the proportion of Americans who will vote 
Republican in the next presidential election.  How large a sample does the Dimes-
Newspeak organization need to estimate the proportion to within plus or minus 3% (E = 
0.03) with 95% confidence? 
 
Solution:  The critical value for 95% confidence is z = 1.96.  Using this value in the 

formula (without an estimate of ˆ )p we have 

21.96*0.5
.03

n ⎛ ⎞≥ ⎜
⎝

⎟
⎠ . We obtain a necessary 

sample size of n = 1067.111, or 1068.  
 
 
Exercises 
 
Section 8.1 
 
28. Random samples are drawn from a normal population in which σ = 20. The sample 
mean is x = 200. For parts (a)–(c), construct and interpret 95% confidence intervals for µ 
for the following sample sizes. Then answer the questions in (d) and (e). 

a. n = 16 
b. n = 81 
c. n = 225 
d. What can you conclude about the width of the interval as the sample size 

increases? 
e. Which case did you apply? 

 
30. Consumption of Carbonated Beverages. The U.S. Department of Agriculture 
reports that the mean American consumption of carbonated beverages per year is greater 
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than 52 gallons. A random sample of 30 Americans yielded a sample mean of 69 gallons. 
Assume that the population standard deviation is 20 gallons. 

a. Find the point estimate of the amount of carbonated beverages consumed by all 
Americans per year. 

b. Calculate nσ . 
c. Find 2αZ for a confidence interval with 95% confidence. 
d. Compute and interpret the margin of error for a confidence interval with 95% 

confidence. 
e. Construct and interpret a 95% confidence interval for µ, the population mean 

amount of carbonated beverages consumed by all Americans per year. 
 
38. Asthma and Quality of Life. A study examined the relationship between perceived 
neighborhood problems, quality of life, and mental health among adults with asthma. 
(Irene, Yen, et al., “Perceived neighborhood problems and quality of life, physical 
functioning, and depressive symptoms among adults with asthma.” American Journal of 
Public Health, 96 (4, May 2006). Among those reporting the most serious neighborhood  
problems, the 95% confidence interval for the population mean quality of life score was 
(2.7152, 9.1048). 

a. What is 2αZ ? 
b. Find x . 
c. Compute and interpret the margin of error. 
d. Suppose n = 36. Find the value for σ. 

 
Section 8.2 
 
34. Teachers Graded. A 2007 study reported in Science magazine stated that fifth-grade 
teachers scored a mean of 3.4 (out of 7) points for “providing evaluative feedback to 
students on their work.” Assume that the sample size was 36 and the sample standard 
deviation was 1.5. 

a. Find 2αt for a confidence interval with 90% confidence. 
b. Compute and interpret the margin of error E for a confidence interval with 90% 

confidence. 
c. Construct and interpret a 90% confidence interval for the population mean points 

scored by fifth-grade teachers for providing evaluative feedback. 
 
37.  Calories in Breakfast Cereals.  What is the mean number of calories in a bowl of 
breakfast cereal?  A random sample of 6 well-known breakfast cereals yielded the 
following calorie data: 

Cereal Calories
Apple Jacks 110 
Cocoa Puffs 110 
Mueslix 160 
Cheerios 110 
Corn Flakes 100 
Shredded Wheat   80 
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a. Use technology to construct a normal probability plot of the number of calories. 
b. Is there evidence that the distribution is not normal? 
c. Can we proceed to construct a t interval?  Why or why not? 

 
 
44. Assistant Professor Salaries. As a background to a wage discrimination lawsuit, 
officials compiled the salaries of twelve randomly selected assistant professors 
nationwide. Their salaries were as follows, in thousands of dollars: 
 

46.10  44.50  43.80  41.50  59.40  49.40 
44.86  45.50  43.80  43.90  43.00  46.70 

 
a. Check the normality assumption using a normal probability plot or histogram. 
b. Do you find an outlier? If you do, how should you deal with it? 
c. Assuming that the distribution of salaries is normal, provide and interpret a 90% 

confidence interval for the mean salary of all American assistant professors. Omit 
the outlier from the sample on the assumption that it is a typo. 

 
 
Section 8.3 
 
38. Politics of Gay Marriage. The Pew Research Center for the People and the Press 
(http://people-press.org) reported in 2004 that 322 out of 1149 randomly selected 
people surveyed would not vote for a political candidate who disagreed with their views 
on gay marriage. 

a. Is it appropriate to apply the Z interval for the population proportion? 
b. Find the margin of error. What does this number mean? 
c. Construct and interpret a 95% confidence interval for the population proportion of 

all people who would not vote for a political candidate who disagreed with their 
views on gay marriage. 

 
42. Objective News Source? A random sample of 1113 American adults found 240 who 
cited CNN as the media outlet that provides the most objective news. 

a. If appropriate, find the margin of error for confidence level 99%. What does this 
number mean? 

b. If appropriate, construct a 99% confidence interval for the population proportion 
of all American adults who cite CNN as the media outlet that provides the most 
objective news. 

 
46. Mozart Effect. Harvard University’s Project Zero (pzweb.harvard.edu) found that 
listening to certain kinds of music, including Mozart, improved spatial-temporal 
reasoning abilities in children. Suppose that, in a sample of 100 randomly chosen fifth-
graders, 65 performed better on a spatial-temporal achievement test after listening to a 
Mozart sonata. 

a.   If appropriate, find a 95% confidence interval for the population proportion of all 
fifth-graders who performed better after listening to a Mozart sonata. 

http://people-press.org/
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Section 8.4 
 
In Exercises 25–30, a random sample is drawn from a normal population. The sample 
variance is s2= 10. 
 
26. 95% confidence interval for the population variance σ2 for a sample of size n = 15 
 
 
30. 95% confidence interval for the population standard deviation σ for a sample of size n 
= 20 
 
34. Most Active Stocks. Table 8.6 shows the ten most traded stocks on the New York 
Stock Exchange on October 3, 2007, together with their closing prices and net change in 
price, in dollars. Use only the net change data for this analysis. Assume that the net 
change data are normally distributed. 
 

TABLE 8.6 New York Stock Exchange, October 3, 2007 
Stock Closing price Net change 
Micron Technology $10.74 – 1.05 
Ford Motor Company $ 8.43 – 0.14 
Citigroup $47.89 0.03 
Advanced Micro Devices $13.23 0.03 
EMC Corporation $21.13 –  0.24 
Commerce Bancorp $38.84 – 0.63 
General Electric Company $41.55  –0.57 
Avaya $16.95 – 0.07 
Sprint Nextel Corporation $18.76 – 0.24 
iShares:Taiwan $17.18 – 0.18 
Source: USA Today. http://markets.usatoday.com/custom/ 

 
a. Find the critical values 2

21 αχ − and 2
2αχ for a 95% confidence interval for σ2. 

b. Construct and interpret a 95% confidence interval for the population variance σ2 
of net price changes. 

 
Section 8.5 
 
36. Does Heavy Debt Lead to Ulcers? An AP–AOL poll reported on June 9, 2008, that 
27% of respondents carrying heavy mortgage or credit card debt also said that they had 
stomach ulcers (Manchester (CT) Journal Inquirer. June 9, 2008, p. 1). How large a 
sample size is needed to estimate the population proportion of respondents carrying 
heavy debt who also have stomach ulcers to within 1% with 99% confidence? 
 
40. Global Assignment. On June 8, 2004, Cendant Mobility (now Cartus) reported the 
results of a survey it conducted asking workers if they would be more likely, less likely, 
or just as likely to accept a global assignment in view of recent world events. Of the 548 

http://markets.usatoday.com/custom/
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randomly chosen subjects polled, 367 said that they would be more likely to accept a 
global assignment. 

a. How large a sample size would have been required if Cendant wanted to estimate 
p to within 0.03 with 95% confidence? 

b. How large a sample size would have been required if Cendant wanted to estimate 
p to within 0.01 with 95% confidence? 

 
42. Egyptian Hieroglyphics. An archaeologist would like to estimate the mean number 
of hieroglyphs in a given archaeological site. Assume that the standard deviation is 50 
hieroglyphs. 

a. How many sites must she examine before she has an estimate that is accurate to 
within 2 hieroglyphs with 99% confidence? 

b. The sample size in (a) would be too expensive. Give two helpful suggestions to 
lower the required sample size. 

c. Follow through on your suggestions in (b) and verify how they would lower the 
required sample size. 
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Hypothesis Testing– 

One Sample 
 

9.1
9.2
9.3
9.4

Z Tests for a Population Mean 
t Tests for a Population Mean 
Z Tests for a Population Proportion 
Chi-Square Tests for a Standard 
Deviation 

 
Introduction 
 
In this chapter, we show how to use SPSS (primarily as a calculator) to conduct 
hypothesis tests for a single sample.  We first consider tests for the mean μ  of a 
(normally) distributed population in two cases: when the population standard deviation is 
“known” or assumed, and when it is not.  We proceed to tests for a binomial proportion 
and then to the standard deviation of a normal population. 
 
Since SPSS is really a data analysis package, it has no built-in capability to compute 
hypothesis tests for summarized data.  In addition, it has no built-in function for Z tests.  
For those, this author really recommends a different technology; if none is available, you 
can use Transform, Compute Variable as a calculator to find the test statistic and p-
value. 
 
Note:  Because of rounding, some differences may occur with different technologies.  
These are usually not a major cause for concern.

 105
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9.1  Z Tests for a Population Mean, μ  
 
We now show how to perform one-sided and two-sided hypothesis tests about the mean 
μ of a normally distributed population for which the standard deviation σ  is known.  As 
with our confidence intervals, we really can only use SPSS as a calculator.  We compute 
the test statistic as  

 0 .
/data

xz
n
μ

σ
−

=  

 
 
Example 9.9 Computer reviews. The technology Web site www.cnet.com publishes 
user reviews of computers, software, and other electronic gadgetry.  The mean user 
rating, on a scale of 1 – 10, for the Dell XPS 410 desktop computer as of September 10, 
2007 was 7.2.  Assume that the population standard deviation of user ratings is known to 
be 0.9.σ =  A random sample taken this year of n = 81 user ratings for the Dell XPS 410 
showed a mean of 7.05.x =  Using level of significance 0.05,α =  test whether the 
population mean user rating for this computer has fallen since 2007. 
 
Solution.  To test if the mean is less than 7.1, we use the null hypothesis H0: μ ≥ 7.1 with 
a one-sided alternative Ha: μ  < 7.1.  We compute the z statistic for the test as  

 
 

  
 
 

),

     

 
We have a z test statistic of –0.50 (note that this value is smaller in absolute value than 
the one-sided critical value of 1.645 for the 5% level). We now should find the p-value 
for the test. For this one-sided test, the p-value comes from the area below (to the left) of 
our calculated z score: so we use ( 0.50P z < − CDF.Normal to find the area as shown 
below. 

 
 
 
 
 

 
If the true mean user rating for Dell XPS 410 computers is still 7.1, there would be a 
30.85% chance of obtaining an x  as far away as 7.05 with a sample of size 81.  This high 
p-value does not give us good evidence to reject the null hypothesis.  The mean user 
rating might still be 7.1; we have not shown conclusively that it has decreased. 
 
 
Example 9.11 Hemoglobin levels in males undergoing cardiac surgery.   When the 
level of hemoglobin in the blood is too low, the person is anemic.  Unusually high levels 

http://www.cnet.com/
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of hemoglobin are undesirable as well and can be associated with dehydration.  A study 
by the Harvard Medical School Cardiogenomics Group recorded the hemoglobin levels 
(g/dL) of blood in patients undergoing cardiac surgery.  A random sample of 20 male 
cardiac patients yielded a sample mean hemoglobin level of 12.35 g/dL.  Assume the 
population standard deviation is 2.8 g/dL.  Test whether the population mean hemoglobin 
level for males undergoing cardiac surgery differs from 13.8 g/dL using the p-value 
method at level of significance 0.05.α =  
 
Solution. To test if the mean is different from 13.8, we use the null hypothesis H0: μ = 
13.8 with a two-sided alternative Ha: μ  ≠  13.8.  We compute the z statistic for the test as  
 

 
  

 
 

 
 
 
 

     

 
We have a z test statistic of –2.32 (this is larger than the two-sided critical value of 1.96 
for a 5% level test) and now will find the actual p-value for the test. For this two-sided 
test, the p-value comes from the sum of both tail probabilities: 

 so we double the area under the standard normal curve below 
z = –2.32.  

( 2.32) ( 2.32),P z P z< − + >

 

 
If the true mean hemoglobin level for these patients was equal to 13.8, then there would 
be a 2.03% chance of obtaining an x  as far away as 12.35 with a sample of size 20.  This 
rather small p-value (less than the 0.05α =  significance level) gives us good evidence to 
reject the null hypothesis.  These patients have lower than normal hemoglobin levels.  
Note that we can conclude that not only are they different, but because their sample mean 
was lower than the hypothesized mean, their mean is indeed lower. 
 
The  Power of a Test 
 
Power is the probability of correctly rejecting a null hypothesis; it the complement of not 
rejecting a wrong null hypothesis.  Both are functions of the significance level of the test 
(with larger α  we will correctly reject H0 more often, but will also wrongly reject it as 
well), the sample size n, and the distance between H0 and the true value.  We conclude 
this section with an example on computing the power against a particular alternative. 
 
Example 9.18 In Example 9.16 we tested whether people use debit cards on average 
more than 11 times per month.  The hypotheses are H0: μ ≤ 11, Ha: μ  > 11.  We 
assumed n = 36 with σ  = 3.   Let 13.aμ =   That is, suppose the population mean debit 
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card usage is actually 13 times per month.  Calculate ,β  the probability of a Type II error 
when 13.aμ =   Find the power of this test. 
 
Solution.  We first find the rejection region of the test at the 1% level of significance.  
Because the alternative is the one-sided right tail, we wish the right-tail probability under 
the standard normal curve to be 0.01.  This probability occurs at z* = 2.33.  So we reject 
H0 if the z test statistic is more than 2.33.  That is, we reject if 
 

 11 2.33
3 / 36
x −

>  

 
or equivalently if x  > 11 2.33*3 / 36+  = 12.165.  For the Type II probability ,β  we 
must find the probability that x  is less than 12.165, given that the alternative μ  = 13 is 
true. Given that μ  = 13, then x ~N(13, 3 / 36 = 0.5), and we must compute 

( 12.165)<P x .  To do so, we use CDF.Normal(12.165,13,0.5) and find that the Type II 
error probability against the alternative μ  = 13 is about 4.75%.   The power of this test is 
1 – 0.0475 = 95.5%.   

 
 
 
 
 
 

 
9.2  t Tests for a Population Mean, μ  
 
SPSS performs these tests when you have actual data in the worksheet by using Analyze, 
Compare Means, One-Sample T Test.  If the data have already been summarized, 
compute the test statistic and find the p-value using CDF.T similarly to what was shown 
earlier. 
 
Example 9.21  A t test for the mean number of home runs.  Suppose you have a 
collection of 14 baseball cards from the American League players who had at least 100 
at-bats in the 2007 season.  You are trying to resolve a dispute with a friend about the 
population mean number of home runs hit per player in the American League. Test 
whether the population mean number of home runs is less than 16, with level of 
significance α = 0.10. 
 
Solution:  Table 9.10 is reproduced on the next page for convenience.  These data are also 
in the SPSS worksheet file ta09-10.por.  Since this is a small sample, we must check that 
the data are (at least approximately) normally distributed.  We can create a normal 
quantile plot using Analyze, Descriptive Statistics, Q-Q Plots.   
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Table 9.10  Home runs from collection of 14 baseball cards 
Player Team Home runs 
Jermaine Dye Chicago White Sox 28 
Carl Crawford Tampa Bay Devil Rays 11 
John McDonald Toronto Blue Jays   1 
Jason Michaels Cleveland Indians   7 
Melvin Mora Baltimore Orioles 14 
Jason Varitek Boston Red Sox 17 
Orlando Cabrera Los Angeles Angels   8 
Tony Pena Kansas City Royals   2 
Jason Kubel Minnesota Twins 13 
Mark Ellis Oakland Athletics 19 
Jose Vidro Seattle Mariners   6 
Brad Wilkerson Texas Rangers 20 
Curtis Granderson Detroit Tigers 23 
Hideki Matsui New York Yankees 25 
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All data values follow the normal trend line in this plot closely; the normal distribution 
assumption is satisfied.  We will proceed to test H0: µ ≥ 16 versus Ha:  µ < 16.   
 
 
 
 
 
 
 
 
 
 
 
 
 
 

One-Sample Statistics 

 N Mean Std. Deviation Std. Error Mean 

Home runs 14 13.86 8.502 2.272 
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One-Sample Test 

 Test Value = 16                                       

 95% Confidence Interval of the 
Difference 

 t df Sig. (2-tailed) Mean Difference Lower Upper 

Home runs -.943 13 .363 -2.143 -7.05 2.77

 
Out test statistic is t = –0.943 with two-sided p-value 0.363.  Since our alternate 
hypothesis was one-sided (less than), we divide this p-value by 2 to find the p-value for 
the test is 0.1815.  This is larger than the 0.05 significance level, so we do not reject the 
null hypothesis.  These data do not show the mean number of home runs hit per player in 
the American League in 2007 was less than 16. 
 
Example 9.23 The t test for μ  using the estimated p-value method.  The table below 
lists the prices in dollars for a sample of 17 mathematics journals in 2005, as reported by 
the American Mathematical Society.  Suppose that the mean cost of all mathematics 
journals in 2001 was $400, and we are interested in whether the population mean cost is 
increasing.  Evaluate the normality assumption, and perform the appropriate hypothesis 
test by estimating the p-value and comparing it with level α = 0.05.   
 
Journal Price Journal Price Journal Price 
Bull. Amer. Math. $402 Ann. Statist. $250 SIAM J. Math. Anal. $717 
J. Amer. Math. Soc. 276 Statistical Science 90 SIAM J. Matrix Anal. 497 
Math. Comp. 467 SIAM J. Appl. Math. 527 SIAM J. Numer. Anal. 567 
Proc. Amer. Math. 1022 SIAM J. Comput. 526 SIAM J. Optim. 438 
Ann. Appl. Prob. 850 SIAM J. Control Optim. 633 SIAM J. Sci. Comput. 644 
Ann. Probab. 250 SIAM J. Discrete Math. 450   
 
Solution.  Using technology 
such as SPSS makes having 
to estimate the p-value using 
tables unnecessary.  We 
opened file eg09-23.por.  
Since this is a small sample, 
we’ll first evaluate the 
normality assumption using 
Analyze, Descriptive 
Statistics, Q-Q Plots.  Click 
to enter variable price.  The 
plot is not perfect, but all 
data points cluster around the 
line with no clear outliers, so 
the normal assumption is 
verified.  We proceed to test 
hypotheses H0: µ ≤ 400 
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versus Ha:  µ > 400 using Analyze, Compare Means, One Sample T Test.   
 
 
 
 
 
 
 
 
 
 
 
 
 

One-Sample Statistics 

 N Mean Std. Deviation Std. Error Mean 

Price  17 $506.82 $230.019 $55.788 

 
One-Sample Test 

 Test Value = 400                                      

 95% Confidence Interval of the 
Difference 

 t df Sig. (2-tailed) Mean Difference Lower Upper 

Price  1.915 16 .074 $106.824 $-11.44 $225.09

 
The test statistic is t = 1.915 with two-sided p-value 0.074, so the p-value for our one-
sided test is 0.037.  Since the p-value is less than α = 0.05, we will reject the null 
hypothesis and conclude that the mean price for mathematics journals has indeed 
increased.  
 
What if the data are not given?  In that case, we compute the t statistic as we did earlier 
with the z test statistic. 
 
Example 9.24  Has the mean age at onset of anorexia nervosa been decreasing?  We 
are interested in testing, using level of significance α = 0.05, whether the mean age at 
onset of anorexia nervosa in young women has been decreasing.  Assume the previous 
mean age at onset was 15 years old.  Data were gathered for a study of the onset age for 
this disease.  From these data, a random sample was taken of 20 young women who were 
admitted under this diagnosis to the Toronto Hospital for Sick Children.  The Minitab 
descriptive statistics shown indicate a sample mean age of 14.251 years and a sample 
standard deviation of 1.512 years.   
 
Solution:  Although the text gives a normal quantile plot of the data, the actual data 
values are not given.  In this situation we’d typically have to assume the data came from a 
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normal population.  We use Transform, Compute Variable to compute the test statistic 
as shown below. 
 

 
 
 
 

 
We can estimate the p-value of the test using a table, as shown below, or compute the 
actual p-value using CDF.T. 
 

19 df tail area 0.10 0.05 0.025 0.02 0.01 
Value of t 1.328 1.729 2.093 2.205 2.539 

 
From the table, the p-value of this test is between 0.02 and 0.01. At the 0.05 level, we 
reject the null hypothesis and conclude that the mean age at onset of anorexia nervosa has 
decreased.  The actual p-value for the test is 0.0194. 
 

 
 
 
 

 
 
9.3  Z Tests for a Proportion 
 
 
Once again, SPSS does not compute these tests as built-in functions.  We “manually” 
compute the test statistic and the p-value using Transform, Compute Variable.   
 
Example 9.27  Are car accidents among young drivers increasing?  The National 
Transportation Safety Board published statistics on the number of automobile crashes 
that people in various age groups have.  In 2003, young people aged 18–24 had an 
accident rate of 12%, meaning that on average 12 out of every 100 young drivers per year 
ha an accident.  A more recent study examined 1000 young drivers aged 18–24 and found 
that 134 had an accident this year.  We are interested in whether the population 
proportion of young drivers having accidents has increased since 2003, using the p-value 
method with level of significance α = 0.05.   
 
Solution:  With n = 1000 and 0 0.12,p =  we expect 0 1000*0.12 120np = =

ˆ 134 /1000p

 young drivers 
to have an accident and  to not have accidents.  Both of these 
expected counts are more than 5, so the normality condition for the test is satisfied.  The 
observed proportion of young drivers with accidents is 

0 ) 1000n p− =(1 *0.88 880=

0.134.= =  Our 
hypotheses are H0: p ≤ 0.12 (no increase in the accident rate) and Ha: p > 0.12 (the 
accident rate has increased).  We compute the test statistic and its p-value following. 
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The test statistic is z = 1.36.  Note that this is not greater than the critical value for a one-
sided test at the 0.05 level, z = 1.645.  Using CDF.Normal, we find the p-value for the 
test is p = 0.0869.  We have insufficient evidence to reject the null hypothesis; these data 
do not demonstrate that the accident rate in young drivers is increasing. 
 

 
 
 
 

 
 
Example 9.29  Proportion of Americans who smoke.  The National Center for Health 
Statistics reports on the proportion of Americans who smoke tobacco.  Although the 
proportion decreased throughout the 1990s, from 2004 to 2006 there was little change in 
the proportion of American who smoke, 21%.  A random sample taken this year of 400 
Americans found 78 who smoked.  Test whether the population proportion of Americans 
who smoke has changed since 2006, with level of significance α = 0.10. 
 
Solution:  If there has been no change we would expect 0 400*0.21 84np = =  in our 
sample, and 316 nonsmokers.  These are both larger than 5, so the normality condition is 
met.  We test hypotheses H0: p = 0.21 and Ha: p ≠ 0.21, since the question is whether the 
proportion of smokers has changed.  The observed proportion of smokers in our sample 
is   We find that the test statistic is z = –0.74.  Our observed result is 
less than one standard deviation below what is expected in the null hypothesis; this result 
will not be statistically significant at any standard significance level. 

ˆ 78 / 400 0.195.p = =

 
 
 
 
 
 
 
 
 
 

 
The p-value of the test is 0.4593; our observed result of ˆ 0.195 19.5%p = =  (or something 
more extreme) should happen due to randomness about 46% of the time.  Since this 
likelihood is not small, we have failed to demonstrate any change in the proportion of 
smokers. 



  Chi-Square Tests for a Standard Deviation     115 

9.4  Chi-Square Tests for a Standard Deviation 
 
 
While means and proportions are typically the subject of inference, standard deviations 
are of particular interest in quality control situations.  Consider a factory that makes nuts 
and bolts.  Not only do they want mean diameters of their products to be within 
specifications (on target for the desired dimension), they do not want too much variation 
either.  If variability becomes too large, the nuts and bolts will not fit together.  We use 
test statistic 

 
2

2
2

( 1)n sχ
σ
−

=  

 
with (n – 1) degrees of freedom.  Once again, SPSS does not have a built-in capability to 
do this. 
 
Example 9.31  2χ  test for σ  using the p-value method and technology.  Power plants 
around the country are retooling in order to consume biomass instead of or in addition to 
coal.  The following table contains a random sample of 10 such power plants and the 
amount of biomass they consumed in 2006, in trillions of Btu (British thermal units).  
Test whether the population standard deviation is greater than 2 trillion Btu using level of 
significance α = 0.05. 
 

Power Plant Location Biomass consumed
(trillions of Btu) 

Georgia Pacific Naheola Mill Choctaw, AL 13.4 
Jefferson Smurfit Fernandina Beach Nassau, FL 12.9 
International Paper Augusta Mill Richmond, GA 17.8 
Gaylord Container Bogalusa Washington, LA 15.1 
Escanaba Paper Company Delta, MI 19.5 
Weyerhaeuser Plymouth NC Martin, NC 18.6 
International Paper Georgetown Mill Georgetown, SC 13.8 
Bowater Newsprint Calhoun Operation McMinn, TN 10.6 
Covington Facility Covington, VA 12.7 
Mosinee Paper Marathon, WI 17.6 

 
Solution:  We seek to test 0 :H 2σ ≤  against : 2.aH σ >  This test is very sensitive to 
departures from the normal distribution in our data, so check a normal quantile plot 
which is created with Analyze, Descriptive Statistics, Q-Q Plots.  
 

Estimated Distribution Parameters 

  Biomass (trillions 
of Btu) 

Location 15.200Normal Distribution 

Scale 2.9904
The cases are unweighted. 
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The quantile plot indicates the normal distribution assumption is valid. We also find that 

15.200x =  and s = 2.9904.  We compute the test statistic below and find the p-value (the 
area above our test statistic since the alternate hypothesis is greater than) using 
CDF.Chisq. 

 
 
 
 
 
 
 
 
 
 

 
The p-value of the test is less than α = 0.05, so we reject the null hypothesis.  These data 
indicate that the standard deviation of biomass consumed is more than 2 (trillion Btu). 
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Exercises 
 
Section 9.2 
 
For Exercises 37– 44, do the following. 

a. State the hypotheses and the rejection rule. 
b. Find Zdata. 
c. Find the p-value. 
d. State the conclusion and the interpretation. 

 
 
38. Child Abuse. The U.S. Administration for Children and Families reported that the 
national rate for child abuse referrals was 43.9 per 1000 children in 2005. Suppose that a 
random sample of 1000 children taken this year shows 47 child abuse referrals. Assume σ 
= 5. Test whether the population mean referral rate has increased this year from the 2005 
level, using level of significance α = 0.10. 
 
 
40. Eating Trends. According to an NPD Group report the mean number of meals 
prepared and eaten at home is less than 700 per year. Suppose that a random sample of 
100 households showed a sample mean number of meals prepared and eaten at home of 
650. Assume σ = 25. Test whether the population mean number of such meals is less than 
700, using level of significance α = 0.10. 
 
Section 9.3 
 
For Exercises 33–36, do the following. 

a. State the hypotheses. 
b. Find Zcrit and the critical region. Also, draw a standard normal curve showing the 

critical region. 
c. Find Zdata. Also, draw a standard normal curve showing Zcrit, the critical region, and 

Zdata. 
d. State the conclusion and the interpretation. 

 
34. Household Size. The U.S. Census Bureau reported that the mean household size in 
2002 was 2.58 persons. A random sample of 900 households this year provides a mean 
size of 2.5 persons. Assume σ = 0.1. Conduct a hypothesis test using level of significance 
α = 0.10 to determine whether the population mean household size this year has 
decreased from the 2002 level. 
 
36. Americans’ Height. A random sample of 400 Americans yields a mean height of 176 
centimeters. Assume σ = 2.5 centimeters. Conduct a hypothesis test to investigate 
whether the population mean height of Americans this year has changed from 175 
centimeters, using level of significance α = 0.05. 
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Section 9.4 
 
For Exercises 31–34, do the following. 

a. State the hypotheses and the rejection rule using the p-value method. 
b. Calculate the test statistic tdata. 
c. Find the p-value. (Use technology or estimate the p-value.) 
d. State the conclusion and the interpretation. 

 
34. A random sample of size 16 from a normal population yields 2.2x =  and s – 0.3.  
Researchers are interested in finding whether the population mean differs from 2.0, using 
level of significance 0.01.α =  
 
Obsession. Use the following information for Exercises 47–49. Perfume.com listed 
Obsession by Calvin Klein as their fifth best-selling fragrance for the 2006 holiday 
season. The mean price per bottle in 1996 was $46.42, according to the NPD Group. 
Suppose a random sample of 15 retail establishments yielded a mean retail price for 
Obsession this year of $48.92, with a standard deviation of $2.50. Assume these prices 
are normally distributed. 
 
47. We are interested in whether the population mean price for Obsession perfume has 
increased. 

a. Is it appropriate to apply the t test for the mean? Why or why not? 
b. We have a sample mean of $48.92, which is greater than the mean of $46.42 in 

the null hypothesis. Isn’t this enough by itself to reject the null hypothesis? 
Explain why or why not. 

c. Find tdata. 
d. Has there been a change in the mean price since 1996? Test using the estimated p-

value method at level of significance α =  0.01. 
 
 
Top Gas Mileage. Use the following information for Exercises 50-52.  The top ten 
vehicles for city gas mileage in 2007, as reported by the Environmental Protection 
Agency, are shown in the following table, along with the normal probability plot.  
 

Car Mileage Car Mileage 
Toyota Yaris 39 Honda Fit 38 
Chevrolet Aveo 37 Nissan Versa 34 
Pontiac G5 34 Dodge Caliber 32 
VW Eos 32 Ford Escape 31 
Saturn Sky 30 BMW 525 30 

 
 
51. Answer the following. 

a. Test, using the estimated p-value method at level of significance 0.01,α =  
whether the population mean city mileage exceeds 30 mpg. 

b. Repeat your test from part (a), this time using level of significance 0.001. 
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c. How do you think we should resolve the apparent contradiction in the prededing 
two tests?  

d. Assess the strength of evidence against the null hypothesis.  Does this change 
depend on which level of α  you use? 

 
 
Section 9.5 
 
32. Baptists in America. A study reported in 2001 that 17.2% of Americans identified 
themselves as Baptists.(Barry Kosmin and Egan Mayer. “Principal investigators,” 
American Religious Identification Survey. Graduate Center, City University of New 
York)  A survey of 500 randomly selected Americans this year showed that 85 of them 
were Baptists. If appropriate, test using the p-value method at level of significance α 
=0.10 whether the population proportion of Americans who are Baptists has changed 
since 2001. 
 
 
40. Eighth-Grade Alcohol Use. The National Institute on Alcohol Abuse and 
Alcoholism reported that 45.6% of eighth graders had used alcohol.21 A random sample 
of 100 eighth graders this year showed that 41 of them had used alcohol. 
 

a. Is it appropriate to perform the Z test for the proportion? Why or why not? 
b. What is p̂ ? What does this number mean? 
c. How many standard deviations does p̂  lie below p0? Is this extreme? Why or 

why not? 
d. Where in the sampling distribution would the value of p̂  lie? Near the tail? Near 

the  center? 
e. Is there evidence that the population proportion of eighth-graders who used 

alcohol has changed? Test using the p-value method at level of significance 
f.   α = 0.05. 

 
Section 9.6 
 
36. Tree Rings. Does the growth of trees vary more when the trees are young? The 
International Tree Ring Data Base collected data on a particular 440-year-old Douglas fir 
tree. (C. J. Earle, L. B. Brubaker, and G. Segura, International Tree. Ring Data Base. 
NOAA/NGDC. Paleoclimatology Program, Boulder Co.) The standard deviation of the 
annual ring growth in the tree’s first 80 years of life was 0.8 millimeters (mm) per year. 
Assume that the population is normal. We are interested in testing whether the population 
standard deviation of annual ring growth in the tree’s later years is less than 0.8 mm per 
year. 

a. State the hypotheses. 
b. Find the critical value 2

1 αχ −  for level of significance α =0.05. 
c. The sample variance for a random sample of size 100 taken from the tree’s later 

years is s2 = 0.3136. Calculate 2
dataχ . 
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d. Compare 2
dataχ   with 2

1 αχ − . State your conclusion. 
e. Interpret your conclusion. 

 
37. Union Membership. The following table contains the total union membership (in 
1000s) for 7 randomly selected states in 2006.27 Assume that the distribution is normal. 
We are interested in whether the population standard deviation of union membership α 
differs from 30,000, using level of significance α = 0.05. 
 

Florida 397 
Indiana 334 
Maryland 342 
Massachusetts 414 
Minnesota 395 
Texas 476 
Wisconsin 386 

 
 
a. State the hypotheses and the rejection rule. 
b. The sample variance is s2 = 2245.67. Calculate  data. 2

dataχ
c. Calculate the p-value. 
d. Compare the p-value with α. State your conclusion. 
e.  Interpret your conclusion. 
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Introduction 
 
In this chapter, we demonstrate the various procedures that are used for confidence 
intervals and significance tests about the mean when samples are dependent (two 
observations on the same entity—whether this be individual people, couples, or 
groceries).  We also consider comparing means and proportions from two independent 
samples.  
 
As always, SPSS can really only be used as a calculator when we have only summary 
statistics.  Its power comes into play when there are actual data. 
 

121 
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10.1   Inference for a Mean Difference—Dependent Samples 
 
Example 10.2 Confidence interval for .Dμ  Construct a 95% confidence interval for the 
mean of the difference in the statistics quiz scores.  Is there evidence that the Math Center 
tutoring leads to a mean improvement in the quiz scores? 
 

Table 10.1  Statistics quiz scores of seven students before and after 
visiting the Math Center 

Student Ashley Brittany Chris Dave Emily Fran Greg 
After 66 68 74 88 89 91 100 

Before 50 55 60 70 75 80 88 
 
 
Solution.  These are paired data because each student was measured twice—before and 
after going to the Math Center.  Data file ta10-01.por contains the students’ names and 
their before and after scores. Paired data work with the differences.  Since this is a small 
sample, we should check that the differences are approximately normally distributed (that 
there is no evidence of skewness or outliers).  We can make a normal quantile plot of the 
differences (after having computed them using Transform, Compute Variable).  We 
use Analyze, Descriptive Statistics, Q-Q Plots for the variable Diff.   
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Since all the differences fall roughly around the line we can believe the differences are 
approximately normally distributed.  We may proceed with our interval.  This can be 
done in either of two ways (since we have already computed the differences).  From 
Analyze, Compare Means, we could use a One-Sample T Test using the differences, or 
a Paired Samples T Test using the original data.  Both will give the same results. Using 
the Paired Samples test, the completed dialog box should look like the one below.  The 
Options button is again where one can change the confidence level for the interval which 
is also computed. 
 

 
 
There are three tables generated for output.  The first gives sample statistics for the before 
and after data as a whole. 
 

Paired Samples Statistics 

  Mean N Std. Deviation Std. Error Mean 

after 82.29 7 12.945 4.893 Pair 1 

before 68.29 7 13.865 5.240 

 
The second gives the correlation between the paired samples.  Here, we see the student 
scores are almost perfectly positively correlated—those who did well on the first quiz 
also did well on the second. 
 

Paired Samples Correlations 

  N Correlation Sig. 

Pair 1 after & before 7 .987 .000 

 
The third gives the inference results.  First, the difference has been calculated as after – 
before.  It is important to keep in mind the direction of the subtraction. 
 

Paired Samples Test 

  Paired Differences 

  95% Confidence Interval 
of the Difference 

  Mean 
Std. 

Deviation 
Std. Error 

Mean Lower Upper t df 
Sig. (2-
tailed) 

Pair 1 after - 
before 14.000 2.380 .900 11.798 16.202 15.560 6 .000
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The confidence interval for the mean difference does not span 0; this indicates that there 
is a significant difference in quiz scores, on average. Visiting the Math Center will 
improve quiz scores between 11.798 and 16.202 points, on average with 95% confidence.  
This is further confirmed by a t-statistic of 15.560 with a p-value of 0.000. It appears that 
visiting the Math Center will help student performance on statistics quizzes. 

 
 
Example 10.4  Name-brand or Store-brand.  Are name-brand groceries more 
expensive than store-brand groceries?  A sample of six randomly selected grocery items 
yielded the price data shown in Table 10.6.  Test at level of significance 0.05α =  
whether the population mean Dμ  of the differences in price (name-brand minus store-
brand)  is greater than 0.  Or, more informally, test whether the name-brand items at the 
grocery store cost more on average than the store-brand items. 
 
Table 10.6  Prices of name-brand and store-brand grocery items 
Item Paper 

towels 
Shampoo Cereal Ice cream Peanut 

butter 
Milk 

Name-
brand 

$1.29 $4.69 $3.59 $3.49 $2.79 $2.99 

Store-
brand 

$1.29 $3.99 $3.39 $2.69 $2.39 $3.49 

 
 
Solution:  These are paired data because we have two observations (a name-brand and 
store-brand) for each type of item.  Data file ta10-06.por has the actual data as well as the 
differences.  Once again, use Analyze, Descriptive Statistics, Q-Q Plots for the variable 
Differen to check the normal distribution assumption.  The plot seen below is acceptable. 
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We again use Analyze, Compare Means, Paired Samples T Test with the original data 
for the two samples.  We display below only the inference table. 
 

Paired Samples Test 

  Paired Differences 

  95% Confidence 
Interval of the 

Difference 

  Mean 
Std. 

Deviation
Std. Error 

Mean Lower Upper t df 
Sig. (2-
tailed) 

Pair 
1 

Name brand - 
Store brand $.2667 $.48028 $.19607 $-.23735 $.77069 1.360 5 .232

 
On average, the name-brands in this sample cost 27 cents more than the store brands.  
Inference is about the population of all such differences of name – store brands.  The test 
statistic is t = 1.360 with (two-sided) p-value 0.232.  The p-value for our one-sided test 
(remember, the question was whether store brands cost more) is 0.166.  This p-value is 
more than 0.05, so we fail to reject the null hypothesis.  This sample does not show that 
name-brands cost more, at least on average. 
 
 
10.2   Comparing Two Means 
 
We next consider confidence intervals and significance tests for the difference of means 

1 2μ μ−  given two normal populations that have unknown standard deviations.  The 
results are based on independent random samples of sizes  and  SPSS requires the 
data for 

1n 2.n
Analyze, Compare Means, Independent Samples T Test be entered so that 

one numeric variable indicates group membership and a second contains the actual data 
 
 
Example 10.8 American versus National League runs per game, 2006.  Many 
baseball fans hold that, because of the designated hitter rule, there are more runs scored 
in the American League than in the National League.  Perform an independent samples t 
test to find out whether that was indeed the case in 2006.  Use a level of significance 

0.05.α =   Table 10.16 contains the mean runs per game (RPG) for a random sample of 
six teams from each league. 
 
Table 10.16 Major League Baseball runs scored per game, 2006 regular season
American League: Sample 1 National League: Sample 2 
Team RPG Team RPG 
New York Yankees 5.74 Philadelphia Phillies 5.34 
Chicago White Sox 5.36 Atlanta Braves 5.24 
Texas Rangers 5.15 Colorado Rockies 5.02 
Detroit Tigers 5.07 Arizona Diamondbacks 4.77 
Boston Red Sox 5.06 Florida Marlins 4.68 
Los Angeles Angels 4.73 Houston Astros 4.54 
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Solution:  We first check the normal distribution assumption for each sample.  We have 
added variable League to the data in ta10-16.por with values 1 = American and 2 = 
National.  To create separate normal quantile plots, we’ll use Data, Select Cases with an 
If condition to first select the American League teams and create that plot, then repeat the 
process for the National League teams. 
 

 
 
 
 
 
 
 
At this point, if you look at the data spread sheet, you will see that the case numbers for 
all the National League teams are crossed out.  Proceed to define the quantile plot using 
Analyze, Descriptive Statistics, Q-Q Plots. 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
The American League runs per game are approximately normal (all points are close to the 
line). 
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Repeating for the National League, we also see that the points are close to the line; this 
sample is also acceptably normal. 
 
 
 

 
 
 
 
 
 
 
  
 
 
 
 
 
 
 
 
 
 
 
 
Before we compute the test, return to Data, Select Cases and change the radio button to 
select All cases.  We use Analyze, Compare Means, Independent Samples T Test to 
compute the test.   
 
 
 
 
 
 
 
 
 
 
 
 
 
 
We’ve clicked to enter rpg as the test variable and League as the grouping variable.  
Notice the question marks after League.  Click Define Groups to tell SPSS which 
groups you are using. 
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With the groups defined, click Continue and OK.  SPSS first gives us summary statistics 
on the individual groups, then the test results. 
 

Group Statistics 

 League N Mean Std. Deviation Std. Error Mean 

1 6 5.1850 .33934 .13853  
2 6 4.9317 .32015 .13070 

 
 Levene's Test 

for Equality of 
Variances t-test for Equality of Means 

 95% Confidence 
Interval of the 

Difference 

 F Sig. t df 
Sig. (2-
tailed) 

Mean 
Difference

Std. Error 
Difference Lower Upper 

Equal 
variances 
assumed 

.062 .808 1.330 10 .213 .25333 .19046 -.17103 .67770

Equal 
variances not 
assumed 

  
1.330 9.966 .213 .25333 .19046 -.17123 .67790

 
For this type of test, there is normally a question of whether or not we believe the two 
populations have the same standard deviations 1 2( ).σ σ=   That’s what the first part of 
the output (Levene’s Test) is about.  Your text makes no assumption, so use the “Equal 
variances not assumed” row of the output.  
 
For these particular samples, the American League did have more runs per game on 
average (5.185 against 4.9317).  However, the test result gives t = 1.33 with p-value 
0.213.  Since our alternate hypothesis was really one-sided (American League having 
more runs per game), the real p-value of our test is 0.1065; this is larger than 0.05,α =  
we fail to reject the null hypothesis.  Notice that the confidence interval given for the 
difference in means includes 0, which indicates that no difference is reasonable. 

 so
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If we were using the more conservative approach, we’d find a p-value based on 5 degrees 
of freedom (each sample had 6 teams) for the area above our t = 1.33.   Notice that this 
conservative p-value is larger than the other (the point of being conservative is to make it 
harder to reject the null hypothesis). 
 

 
 
 
 

 
 
Example 10.10  Do prior student evaluations influence students ratings of 
professors?  Recall that in this case study the students in one sample were shown 
positive evaluations of an instructor and the students in a second sample were shown 
negative evaluations of the instructor.  Then all subjects were shown the same 20-minute 
lecture video given by the same instructor.  They were then asked to rate the instructor 
using three questions, and a summary rating score was calculated.  Were students’ ratings 
influenced by the prior student evaluations? 
 
We investigate this question by constructing a 95% confidence interval for the difference 
in population mean ratings 1 2.μ μ−  Assume that both populations are normally 
distributed and that the samples are drawn independently. 
 

Reputation Subjects Sample mean
rating 

Sample standard 
deviation 

Charismatic (1) n = 25 1 2.613x =  1s = 0.533 
Punitive (2) n = 24 2 2.236x =  2s = 0.545 

 
 
Solution:  Without the actual data, we must go along with the assumption that the 
populations are normally distributed.  We’ll have to compute the margin of error for the 
interval “manually,” then add and subtract it from the estimated mean difference 

1 2 2.613 2.236 0.377.x x− = − =   We first find the value of  for 24 – 1 = 23 degrees of 
freedom. 

/ 2tα

 
 
 
 
 

 
We now compute the margin of error. 
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The ends of the interval are now 0.377 ± 0.318, or 0.059 to 0.754.  We believe, with 95% 
confidence, the mean difference in students’ rankings will be between 0.059 and 0.754 
points.  Since this interval does not contain 0, students who have a prior idea that a 
professor is punitive will rate him or her lower than a professor who is seen as 
charismatic. 
 
 
10.3 Inference for Two Independent Proportions 
 
We now demonstrate confidence intervals and significance tests for the difference of two 
population proportions 1p  and 2p .  These calculations are done using Transform, 
Compute Variable (we surely have summarized data).  One needs to be careful in terms 
of what proportions are used—confidence intervals are based on the estimates ( ˆ 'sp ) 
while hypotheses are based on a pooled proportion (since the null hypothesis is almost 
always that the two populations have the same proportion). 
 
Example 10.11  Teen privacy in online social networks: Confidence interval.  The 
Pew Internet and American Life Project (www.pewinternet.org) tracks the behavior of 
Americans on the Internet.  In 2007, they published a report that described some of the 
behaviors of American teenagers in online social networks, such as Facebook.  Teenagers 
who had online profiles were asked: “We’d like to know if your last name is posted to 
your profile or not.” The results are shown in Table 0.18.  Assume that the samples are 
independent. 
 
Table 10.18 Proportions of teenage boys and girls who post their last names in 
online profiles 
 Boys Girls 
Number  
responding “Yes” 

1 195x =  2 93x =  

Sample size n1 = 487 n2 = 487 
Sample proportion 1ˆ 195 / 487 0.4004p = =  2ˆ 93 / 487 0.1910p = =  
 

a.  Find the point estimate 1 2ˆ ˆp p−  for the difference in population proportions. 
b. Calculate the standard error 

 1 1 2 2
ˆ ˆ1 2

1 2

ˆ ˆ ˆ ˆ
p p

p q p qs
n n− = +  

c. For a 95% confidence interval, calculate the margin of error. 

http://www.pewinternet.org/
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1 1 2 2
/2

1 2

ˆ ˆ ˆ ˆp q p qE Z
n nα= +  

d. Construct and interpret a 95% confidence interval for the difference in 
population proportions of girls and boys whose last name is posted to their 
online profile. 

 
Solution:  There were clearly more than 5 “successes” (teenagers with last names posted) 
and five failures in each group, so inference is appropriate.  The point estimate of the 
population proportion difference is 1 2ˆ ˆ .4004 .1910 0.2094.p p− = − =

/2 1.96Zα

  We compute the 
standard error to be 0.0285 as shown below.  Since =  for 95% confidence, we 
have E = 1.96*.0285 = 0.0559. 
 

 
 
 
 

 
The final confidence interval is from 0.2094 – 0.0559 = 0.1535 to 0.2094 + 0.0559 = 
0.2653.  Based on this information, we are 95% confident that between 15.4% and 26.5% 
more teenage boys use their last names in online profiles than girls. 
 
Example 10.13 Very happily married: Hypothesis test using the p-value method.  
The General Social Survey tracks trends in American society through annual surveys.  
Married respondents were asked to characterize their feelings about being married.  The 
results are shown here in a crosstabulation with gender.  Test the hypothesis that the 
proportion of females who report being very happily married is smaller than the 
proportion of males who report being vary happily married.  Use the p-value method with 
level of significance 0.05.α =  
 

  
Very happy

Pretty happy/ 
Not too happy

 
Total

Female 257 166 423 
Male 242 126 366 
Total 499 288 789 

 
 
Solution:  From the table, we can clearly see that we have an adequate number of very 
happy and not-so-happy individuals.  Inference is appropriate for these data.We compute 
the test statistic as  

 1 2

1 2

ˆ ˆ

1 1ˆ ˆ(1 )

p pZ

p p
n n

−
=

⎛ ⎞
− +⎜ ⎟

⎝ ⎠

 

where  is the proportion of “very happy” women and 
 is the proportion of “very happy” males.  The pooled proportion 

1ˆ 257 / 423 0.6076p = =
242 / 366 0.6612= =2p̂
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is  the overall estimate of “very happy” individuals 
in the sample.  Out test statistic is computed below. 

ˆ (257 242) /(423 366) 0.6324,p = + + =

We now find the p-value of the test using CDF.Normal (remember, the question is if the 
proportion of “very happy” females is less than the proportion of males). 
 

 
 
 
 

 
With a p-value of 0.0594 (larger than 0.05), we cannot reject the null hypothesis.  This 
data set does not show that women are less happily married than men. 
 
 

Exercises 
 
Section 10.1 
 
In Exercises 9 through 12, assume that samples of differences are obtained through 
dependent sampling and follow a normal distribution. 

a. Calculate dx and sd. 
b.   Construct a 95% confidence interval for µd. 

 
10.   

Subject 1 2 3 4 5 6 
Sample 1 10 12 9 14 15 8 
Sample 2 8 11 10 12 14 9 

 
 
20. High and Low Temperatures. The University of Waterloo Weather Station tracks 
the daily low and high temperatures in Waterloo, Ontario, Canada. Table 10.7 contains a 
random sample of the daily high and low temperatures for May 1–May 10, 2006, in 
degrees centigrade. Assume that the temperature differences are normally distributed. 
 
Table 10.7 High and low temperatures 
May Date 1 2 3 4 5 6 7 8 9 10 
Sample 1 19.0 19.8 23.3 21.1 15.2 9.9 17.2 21.7 21.2 23.9 
Sample 2 7.4 3.0 3.9 7.9 4.4 0.7 -1.1 2.3 6.6 5.8 
 

a. Find the mean of the differences, x , and the standard deviation of the differences, 
s. 
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b. Construct a 99% confidence interval for the population mean difference between 
high and low temperatures. 

 
24. Mozart Effect? A researcher claims that listening to Mozart improves scores on math 

quizzes. A random sample of five students took math quizzes, first before and then 
after listening to Mozart. Perform the appropriate hypothesis test for determining 
whether the results support the researcher’s claim, using level of significance α = 
0.01. Assume normality. 
 

Student 1 2 3 4 5 
Before 75 50 80 85 95 
After 85 45 85 95 95 

 
 
26. Spell-Checking. A software manufacturer claims that its spell-checker can reduce 

spelling errors in text documents. A random sample of nine documents were written 
and the number of spelling errors counted before and after the spellchecker was used. 
Assume that the differences are normally distributed. 
 

Document 1 2 3 4 5 6 7 8 9 
Before 5 3 10 2 0 1 5 0 3 
After 2 1 2 0 0 1 0 0 0 

 
Is there evidence for the manufacturer’s claim? Perform the appropriate hypothesis 
test using level of significance α = 0.10. 
 

Section 10.2 
 

18. Foreclosures. A random sample of 20 counties in 2007 had a mean number of 
foreclosures on single-family residences of 50 and a standard deviation of 25. A random 
sample of 25 counties in 2008 had a mean number of foreclosures of 70 and a standard 
deviation of 35. Assume that the number of foreclosures per county is normally   
distributed in both 2007 and 2008. If it is appropriate to perform two-sample t inference, 
indicate which case applies. If not, explain why not. 
 
20. Math Scores. The Institute of Educational Sciences published the results of the 
Trends in International Math and Science Study for 2003. The mean mathematics scores 
for students from the United States and Hong Kong were 518 and 575, respectively. 
Suppose independent random samples are drawn from each population, and assume that 
the populations are normally distributed with the following summary statistics. 
 

U.S.A. n1 = 10 1x =518 s1 =80 
Hong Kong n2 = 12 2x =575 s2 =70 

 
a. Explain why it is appropriate to apply t inference. 
b. Provide the point estimate of the difference in population means µ1 –  µ2. 



134  Chapter 10 – Two-Sample Inference 
 

c. Calculate the standard error
21 xxs − . 

d. Calculate the margin of error for a confidence level of 90%. 
e. Construct and interpret a 90% confidence interval for µ1 –  µ2. 

 
24. SAT Verbal Scores. Suppose that a random sample (sample 1) of 50 males showed a 
mean verbal SAT score of 517 with a standard deviation of 50 and a random sample 
(sample 2) of 40 females yielded a mean verbal SAT score of 507 with a standard 
deviation of 60. 

a. Explain why it is appropriate to apply t inference. 
b. Provide the point estimate of the difference in population mean SAT scores. 
c. Construct and interpret a 95% confidence interval for the difference in population 

means. 
 
33. Nutrition Levels.  A social worker is interested in comparing the nutrition levels of 
children fro the inner city and children from the suburbs.  She obtains the following 
independent random samples of daily calorie intake from children in the inner city and 
the suburbs.  Assume that both samples are taken from normal populations. 
 
Inner city (sample 1): 1125, 1019, 1954, 1546, 1418, 980, 1227  
Suburbs (sample 2): 1540, 1967, 1886, 1924, 1863, 1756 
 

a. Provide the point estimate of the difference in population means µ1 –  µ2. 
b. Construct and interpret a 90% confidence interval for the difference in population 

mean daily caloric intake µ1 –  µ2. 
c. Test at level of significance 0.10α =  whether the population mean daily caloric 

intake of inner city children is less than that of children fro the suburbs. 
d. Assess the strength of evidence against the null hypothesis. 

 
 
Section 10.3 
 
22. Medicare Recipients. The Centers for Medicare and Medicaid Services reported in 
2004 that 3,305 of the 50,350 Medicare recipients living in Alaska were age 85 or over, 
and 73,289 of the 754,642 Medicare recipients living in Arizona were age 85 or over. 

a. Find a point estimate of the difference in population proportions. 
b. Find the standard error

21 ˆˆ pps − . What does this number mean? 
c. Compare the point estimate 21 ˆˆ pp − with the standard error. Would you say that 

the difference is likely to be significant? 
d. Find the margin of error for a confidence level of 99%. What does this number 

mean? 
e. Construct and interpret a 99% confidence interval for the difference in population 

proportions. 
 
24. Medicare Recipients. Refer to Exercise 22. Use the confidence interval to test at 
level of significance α = 0.01 whether the population proportion of Alaska Medicare 
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recipients age 85 or over differs from the population proportion of Arizona Medicare 
recipients age 85 or over. 

a. State the hypotheses. Clearly state the meaning of p1 and p2. 
b. Indicate whether 0 falls within the confidence interval. 
c. State and interpret your conclusion. 

 
26. Women’s Ownership of Businesses. The U.S. Census Bureau tracks trends in 
women’s ownership of businesses. A random sample of 100 Ohio businesses showed 34 
that were woman-owned. A sample of 200 New Jersey businesses showed 64 that were 
woman-owned. 

a. Find a point estimate of the difference in population proportions. 
b. Find the pooled sample proportion. 
c. Test whether there is a difference in the population proportions of female-owned 

businesses in Ohio and New Jersey, using level of significance α = 0.10. 
 
28. Young People Owning Stocks. The Federal Reserve System reports that the 
proportion of Americans under 35 years old owning stocks is 17.4%, while the proportion 
of Americans aged 35–44 owning stocks is 21.6%. Assume that the sample sizes used 
were 1000 each. Test whether the true proportions differ, at level of significance α = 
0.05. 
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11.1
11.2

2χ Goodness of Fit  
2χ Tests for Independence and for 

Homogeneity of Proportions 
 
 
Introduction 
 
In this chapter, we perform a test to decide whether data agree with a proposed 
distribution where there are more than two possible categories (an extension of the 
binomial test for a population proportion).   
 
We also describe how to perform a chi-squared test on data from a two-way table.  We 
shall be testing whether there is any association between the “row” variable traits and the 
“column” variable traits, or whether these row and column traits are independent.   
 
As always, SPSS is happiest with raw data in the data sheet; it will then construct the 
table for you and conduct the χ2 test of association.  When data have already been 
summarized, we need to enter our information differently from the usual matrix form. 

136 
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11.1   2χ Goodness of Fit 
 
There is no built-in function in SPSS to perform a goodness of fit test.  However, we can 
easily do the necessary calculations with Transform, Compute Variable.  This is 
similar to what one would do using a TI-83 calculator. 
 
 
Example 11.1  Browser market share. According to NetApplications.com, the market 
share for the leading Internet browsers in March 2007 is shown in the table below.  Let X 
= browser of a randomly selected Internet user. 

 
Internet 
Explorer

 
Firefox 

 
Other 

0.785 0.15 0.065 
 
If a random sample of 200 Internet users this year found 140 who preferred Internet 
Explorer, 40 who preferred Firefox, and 20 who preferred some other browser, do these 
data indicate that browser preference has changed?  
 
Solution.  Our null hypothesis is that the browser preferences are as specified.  The 
alternate is that they are different.  Note that this alternate hypothesis does not indicate 
any direction of a difference, nor does it specify which ones are different. (However, if 
one is different, at least one other must be different, since the proportions must still add to 
1.)   Define variables for the Browser (string), Observed (count), and Expected.  The 
Expected count for each day of the week is where pi is the specified proportion 
for that browser.  For Internet Explorer, this is 0.785*200 = 157. The contribution to the 

χ2 statistic from each cell (browser) in the table is 

*200,ip

2( − )O E
E

.  We compute this into a new 

variable called Chisq. 
 
 
 
 
 

 
At this point, our data worksheet looks like this.   
 
 
 
 
 
 
 
With this small number of values, it’s easy to add the three parts (1.84 + 3.33 + 3.77 = 
8.94 = 2 ),χ  or you can use Analyze, Descriptive Statistics, Descriptives and ask for the 
sum to find the value of the test statistic.  We use CDF.Chisq to find the p-value for the 
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test.  This particular distribution will have 2 degrees of freedom, since we can pick only 
two of the three categories “at random” before the third becomes fixed (since the 
proportions must add to 1 or 100%).  Also note that p-values for this type of test are the 
area under the distribution curve above the computed statistic. 
 

 
Conclusions.  Our p-value is 0.0114, which is smaller than 0.05.α =   We decide to reject 
the null hypothesis and conclude that browser preferences have changed.  If we compare 
the observed and expected counts, we can conclude that Internet Explorer is losing 
supporters (we observed 140 with this preference, but expected 157) and Firefox is 
gaining in popularity (we observed 40 and expected 30). 
 
 
Example 11.6  Broadband Internet at home.  The Pew Internet and American Life 
Project released the report Broadband Adoption at Home, which updated figures on the 
market share of cable modem, DSL, and wireless broadband from a 2002 survey.  The 
2006 survey was based on a random sample of 1000 home broadband users.  Test 
whether the population proportions have changed since 2002, using the exact p-value 
method, and level of significance 0.05.α =  
 

2002 broadband adoption 
survey 

2006 broadband adoption 
survey 

Cable 
modem 

 
DSL 

Wireless/
Other 

Cable 
modem

 
DSL 

Wireless/ 
Other 

67% 28% 5% 410 500 90 
 
 
Solution:  Once again, we’ll enter the technology in a variable (we called it Category), 
the observed counts, and compute the expected counts as pi*1000 for the three categories 
(670, 280, and 50).  We calculated the parts of the 2χ  test statistic as shown in the 
previous example.  Your worksheet should look similar to the one below.  It’s clear that 
DSL is gaining in popularity and cable is declining. 
 
 
 
 
 
 
 
Since we once again have three categories, there are 2 degrees of freedom in finding the 
p-value of the test for a statistic of  2 305.76.χ =
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The p-value (to four decimal places) is 0; this shows convincingly that broadband 
preferences have changed since 2002. 
 
 
 

11.2   2χ  Tests of Independence and Homogeneity 
 
The mechanics of these tests are identical.  The difference is in the setting—do we have 
one set of individuals classified according to two categorical variables (independence) or 
different (independent) groups classified according to a single variable.  SPSS will 
require a special data layout to perform these which looks very different from the two-
way tables in the text. 
 
Example 11.8  Generation Next and happiness.  Table 11.7 is a contingency table 
based on the Pew Research study How Young People View Their Lives, Futures, and 
Politics: A Portrait of “Generation Next.”  The researchers asked 1500 randomly 
selected respondents, “How are things in your life?”. Subjects were categorized by age 
and response.  The researchers identified those aged 18–25 in 2007 as representing 
“Generation Next.”  Conduct a test at the 0.05α =  level to indicate whether age and 
happiness are independent.   
 

 Age Group  
Response Gen Nexter

(18–25) 
 
26+ 

 
Total

Very happy 180 330 510
Pretty happy 378 435 813
Not too happy  42 135 177
Total 600 900 1500

 
Solution:  This is a test of independence because the respondents were sorted into age 
groups and happiness levels after the survey (not before).  The hypotheses are H0:  age 
and happiness are independent and Ha: age and happiness are related (not independent).  
Open data set ta11-07.por.  Notice that there is one column (variable) for the happiness 
response, one for the age group, and a third for the count. 
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Using technology such as this, there is no need to manually calculate the expected counts 
as R*C/G.  SPSS can display these along with the test results.  We will recreate the two-
way table shown in the text, but if we simply do that, each cell will have a count of 1.  
We need to tell SPSS to use the observed counts.  To do this, select Data, Weight Cases.  
Select to weight the cases by the variable count as shown below. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
To perform the test, select Analyze, Descriptive Statistics, Crosstabs.  Select to have 
response as the row variable and Age group as the column variable.  Now, click 
Statistics.   
 
 
 
 
 
 
 
 
 
In this dialog box, check the box for Chi-square, then Continue.  Finally, to see the 
expected values, click Cells and check the box for Expected.  Click Continue and OK. 
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The results are shown below.  First, notice that SPSS has ordered the rows and columns 
in sort (low to high by value) order, not the order presented in the text.  The statistic of 
interest is the Pearson Chi-Square, which is 38.519 with p-value 0.000.  We reject the 
null hypothesis and conclude there is a relationship between age and happiness. 
 

  * Age group Crosstabulation 

   Age group 

   
26+ 

Gen Nexter (18-
25) Total 

Count 135 42 177 Not too happy 

Expected Count 106.2 70.8 177.0 

Count 435 378 813 Pretty happy 

Expected Count 487.8 325.2 813.0 

Count 330 180 510 

 

Very happy 

Expected Count 306.0 204.0 510.0 
Count 900 600 1500 Total 
Expected Count 900.0 600.0 1500.0 

 
Chi-Square Tests 

 
Value df 

Asymp. Sig. (2-
sided) 

Pearson Chi-Square 38.519a 2 .000 
Likelihood Ratio 39.775 2 .000 
N of Valid Cases 1500   
a. 0 cells (.0%) have expected count less than 5. The minimum 
expected count is 70.80. 

 
Having concluded there is a relationship, we now look at the expected counts to see how 
those differ from the observed counts.  For those 26 and older, we have many fewer 
observed than expected in the “Pretty happy” category, and more in the other two 
categories.  This is opposite of what is seen for the Gen Nexters, where many more were 
“Pretty happy” than expected and fewer were on the ends.  Happiness definitely is related 
to age.  Why this is so is a question for another study. 
 
Example 11.13  Airline on-time performance.  The Bureau of Transportation Statistics 
(www.bts.gov) reports on the proportion of airline passenger flights that are on time for 
each major airline.  The January–April 2007 statistics for the three busiest carriers are 
shown in Table 11.10.  Test whether the population proportions of on-time flights are the 
same for the three airlines, using level of significance 0.05.α =  
 

 Southwest 
Airlines 

American 
Airlines 

Skywest 
Airlines 

 
Total 

Number on-time flights 146,607   68,939 60,298 275,844 
Number not on-time   36,697   35,688 32,497 104,882 
Total flights 183,304 104,627 92,795 380,726 

http://www.bts.gov/
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Solution:  This is a test of homogeneity because flights were examined within each airline 
(the BTS did not take a random sample of all flights and then categorize those according 
to airline).  This is an extension of the independent samples test of proportions to more 
than two (here, three) groups.  The data for this example are in file ta11-10.por.  To have 
SPSS actually recognize the counts for each combination of the variable categories, use 
Data, Weight Cases and select to weight cases by count.  To create the two-way table 
and perform the test, use Analyze, Descriptive Statistics, Crosstabs. Click Statistics 
and check the box for Chi-square, then click Cells and check the box for Expected 
frequencies. 
 
 
 
 
 
 
 
 
 
 

On-time or not *   Crosstabulation 

    
   American 

Airlines 
Skywest 
Airlines 

Southwest 
Airlines Total 

Count 35688 32497 36697 104882Not on-time 

Expected Count 28822.5 25563.1 50496.4 104882.0

Count 68939 60298 146607 275844

On-time or not 

On-time flights 

Expected Count 75804.5 67231.9 132807.6 275844.0
Count 104627 92795 183304 380726Total 
Expected Count 104627.0 92795.0 183304.0 380726.0

 
Chi-Square Tests 

 
Value df 

Asymp. Sig. (2-
sided) 

Pearson Chi-Square 10057.927a 2 .000 
Likelihood Ratio 10189.725 2 .000 
N of Valid Cases 380726   
a. 0 cells (.0%) have expected count less than 5. The minimum 
expected count is 25563.07. 

 
The chi-square test is significant with p-value 0.000; there is a difference in on-time 
flights for the three airlines.  Looking at the on-time part of the table, we see that both 
American and Skywest are on time less often than predicted; Southwest is on time much 
more than expected.  If on-time flights are important to you, this data suggests trying to 
fly Southwest. 
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Exercises 
 
Section 11.1 
 
For Exercises 17 through 22, calculate the value of . 2

dataχ
 
18.   

Oi Ei 
15 10 
20 25 
25 25 

 
 
 
For Exercises 23 through 26, do the following. 

a. Calculate the expected frequencies and verify that the conditions for performing 
the 2χ   goodness of fit test are met. 

b. Find 2
critχ for the 2χ  distribution with the given degrees of freedom. State the 

rejection rule. 
c. Calculate 2

dataχ . 
d. Compare 2

dataχ with 2
critχ  . State the conclusion and the interpretation. 

 
24.      H0 : p1 = 1/3, p2 = 1/3, p3 = 1/3; O1 = 40, O2 = 30, O3 =20; level of significance α 
= 0.01 
 
 
32. Mall Restaurants. The International Council of Shopping Centers publishes monthly 
sales data for malls in North America. In May 2002, the proportions of meals eaten at 
food establishments in malls were as follows: fast food, 30%; food court, 46%; and 
restaurants, 24%. A survey taken this year of 100 randomly selected meals eaten at malls 
showed that 32 were eaten at fast-food places, 49 were eaten at food courts, and the rest 
were eaten at restaurants. Test whether the population proportions have changed since 
2002, using level of significance α =0.10. 
 
 
34. The College Experience. A 2007 New York Times poll of Americans with at least a 
four-year college degree asked them how they would rate their overall experience as an 
undergraduate student. The results were 54% excellent, 39% good, 6% only fair, and 1% 
poor. A survey held this year of 500 randomly selected Americans with at least a four-
year college degree found 275 rated their overall experience as an undergraduate student 
as excellent, 200 as good, 20 as only fair, and 5 as poor. Test whether the proportions 
have changed since 2007, using level of significance α = 0.05. 
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36. University Dining. The university dining service believes there is no difference in 
student preference among the following four entrees: pizza, cheeseburgers, quiche, and 
sushi. A sample of 500 students showed that 250 preferred pizza, 215 preferred 
cheeseburgers, 30 preferred quiche, and 5 preferred sushi. Test at level of significance α 
= 0.01 whether or not there is a difference in student preference among the four entrees. 
 
Section 11.2 
 
For Exercises 19 through 22, test whether or not the proportions of successes are the 
same for all populations. 
a. State the hypotheses. 
b. Calculate the expected frequencies and verify that the conditions for performing the 

 test for homogeneity of proportions are met. 2χ

c. Find  and state the rejection rule. Use level of significance α = 0.05. 2
critχ

d. Find . 2
dataχ

e. Compare  with  . State the conclusion and the interpretation. 2
dataχ 2

critχ
 
20.  

 Sample 1 Sample 2 Sample 3 
Successes   50   50 100 
Failures 200 210 425 

 
 
 
22. 

 Sample 1 Sample 2 Sample 3 Sample 4 
Successes 100 150 200 250 
Failures 150 240 320 400 

 
  
For Exercises 23 through 26, test whether or not the proportions of successes are the 
same for all populations. 

a. State the rejection rule for the p-value method using level of significance α =0.05, 
calculate the expected frequencies, and verify that the conditions for performing 
the 2χ  test for homogeneity of proportions are met. 

b. Find 2
dataχ . 

c. Estimate the p-value. 
d. Compare the p-value with α. State the conclusion and the interpretation. 
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24.  
 Sample 1 Sample 2 Sample 3 

 
Successes 100 120 140 
Failures 20 25 30 

 
 
28. Information Technology Jobs. In their report The Digital Economy 2003, the 
Economics and Statistics Administration of the U.S. Department of Commerce tracked 
the number of information technology–related jobs by year (1999 and 2002) and the level 
of education and training required (high, moderate, and low). Test whether year and level 
are independent, using the critical-value method and level of significance α= 0.05. 
 

 High Moderate Low 
 

1999 3435 1652 1151 
2002 3512 1411 1080 

 
 
30. History Course Preferences. A history professor teaches three types of history 
courses: American history, world history, and European history. The professor would like 
to assess whether student preference for these courses differs among four ethnic groups. 
A random sample of 600 students resulted in the following table of preferences. Test 
using the critical-value method at level of significance α = 0.05 whether type of course 
and ethnic group are independent. 
 

 Type of History Course  
 American 

history 
World 
history 

European 
history 

Total 

Caucasian 100 40 60 200 
African 
American 

100 40 20 160 

Asian 
American 

50 60 30 140 

Hispanic 50 20 30 100 
Total 300 160 140 600 
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12.1
12.2

Introduction to Analysis of Variance 
Performing Analysis of Variance 

 
Introduction 
 
Just as a chi-squared test can be seen as an extension of the two-proportion test, one-way 
analysis of variance (ANOVA) is an extension of the independent samples t test to more 
than two groups. 
 
In this chapter, we perform one-way analysis of variance (ANOVA) to test whether 
several normal populations, assumed to have the same variance, also have the same 
mean.  As always, SPSS is happiest when it has the actual data; if we have only summary 
statistics, we will need to use Transform, Compute Variable to compute the test 
statistic and p-value (this is not recommended). 

 146
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12.1  Introduction to Analysis of Variance 
 
In this section, we cover some basic ideas—finding F distribution critical values using 
IDF.F, finding p-values using CDF.F, and “manually” computing the sums of squares. 
 
 
Example 12.1 Finding   Find the F critical value  when .critF critF 0.05,α =  df1 = 2, and 
df2 = 7. 
 
Solution:  F critical values are always upper-tailed, so for 0.05,α =  95% of the area 
under the distribution curve is to the left.  We can use CDF.F to find that this point is 
4.74. 
 

 
 
 
 

 
 
Example 12.3 Calculating .x  For the sample GPA data given in Table 12.1 for Dorms 
A, B, and C, calculate the overall sample mean, .x  
 

Table 12.1 Sample GPAs from Dorms A, B, and C 
A 0.60 3.82 4.00 2.22 1.46 2.91 2.20 1.60 0.89 2.30 
B 2.12 2.00 1.03 3.47 3.70 1.72 3.15 3.93 1.26 2.62 
C 3.65 1.57 3.36 1.17 2.55 3.12 3.60 4.00 2.85 2.13 

 
Solution:  The overall sample mean is the mean of all the values (treating them as if they 
all came from a single sample).  If you open data file ta12-01.por, the data has been 
entered with the first variable indicating the dorm, and the second being the gpas.  To 
find the overall mean, simply use Analyze, Descriptive Statistics, Descriptives (or 
Explore) to find the overall mean is 2.50.x  =
 

Descriptive Statistics 

 N Minimum Maximum Mean Std. Deviation 

 30 .6 4.0 2.500 1.0310 

Valid N (listwise) 30     

 
 
Example 12.4 Calculating SSTR, SSE, SST, MSTR, MSE, and Fdata.   Using the 
summary statistics in Table 12.3 for the sample GPAs for Dorms A, B, and C, calculate 
the following: (a) SSTR, (b) SSE, (c) SST, (d) MSTR, (e) MSE, (f) Fdata.  
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Table 12.3 Summary statistics for sample GPAs for Dorms A, B, and C 
 Dorm A Dorm B Dorm C 
Mean 2.2Ax =  2.5Bx =  2.8Cx =  
Standard deviation 1.133461As =  1.03086Bs =  0.937028Cs =  
Sample size 10An =  10Bn =  10Cn =  

 
 

Solution: (a) 2
1

1
( )

k
i

i
SSTR n x x

=
= −∑ .  We compute this as shown below, using the result 

from Example 12.3 ( 2.5x = ).

 

 

  This is 1.8. 
 

 

(b) .  This is 29.0288. 2

1
( 1)

k
i

i
SSE n s

=
= −∑ i

(c) SST = SSE + SSTR = 1.8 + 29.0288 = 31.0288. 
(d) MSTR = SSTR/(k – 1) = 1.8/2 = 0.9. 
(e) MSE = SSE/(n – k) = 29.0288/27 = 1.07514. 
(f) F = MSTR/MSE = 0.9/1.07514 = 0.8371. 
 
 
Example 12.6 Finding the p-value.  We complete the examination of the GPAs in 
Dorms A, B, and C by finding the p-value for this ANOVA test.  The p-value is the area 
above F = 0.8371.  Using CDF.F, we find this is 0.4439.  With a p-value this large we 
fail to reject the null hypothesis that all of these dorms have the same mean GPA. 
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12.2   Performing Analysis of Variance 
 
We begin with an example that demonstrates built-in analysis of variance capabilities 
using the One-Way Anova command from the Analyze, Compare Means menu.  
 
 
Example 12.8 Performing ANOVA using technology. Researchers from the Institute 
for Behavioral Genetics at the University of Colorado investigated the effect that the 
enzyme kinase C (PKC) has on anxiety in mice.  PKC is involved in the messages sent 
along neural pathways in the brain.  The genotype for a particular gene in a mouse (or a 
human) consists of two copies (alleles) of each chromosome, one each from the father 
and mother.  There are two distinct alleles for PKC.  The investigators in the study 
separated the mice into three groups.  In Group 00 mice, neither of the mice’s alleles for 
PKC produced the enzyme. In Group 01 mice, one of the two alleles produced the 
enzyme and the other did not. In Group 11 mice, both alleles produced the enzyme.  To 
measure anxiety in the mice, scientists measured the time (in seconds) the mice spent in 
the “open-ended” sections of an elevated maze.  It was surmised that mice spending more 
time in open-ended sections exhibit decreased anxiety.  The data are provided in Table 
12.5.  Use technology to test at 0.01α =  whether the mean time spent in the open-ended 
sections of the maze differs among the three groups. 
 

Table 12.5 Time spent in open-ended section of maze 
Group 00 Group 01 Group 11 

15.8   5.2 10.6 
16.5   8.7   6.4 
37.7   0.0   2.7 
28.7 22.2 11.8 
  5.8   5.5   0.4 
13.7   8.4 13.9 
19.2 17.2   0.0 
  2.5 11.9 16.5 
14.4   7.6   9.2 
25.7 10.4 14.5 
26.9   7.7 11.1 
21.7 13.4   3.5 
15.2   2.2   8.0 
26.5   9.5 20.7 
20.5   0.0   0.0 

 
Solution.  Data file ta12-05.por contains the data for each type of mouse in a separate 
variable.  We’ll need to change that before performing the ANOVA, but first check 
normal plots (the samples must come from normal populations) and compute the standard 
deviations of each group (these must be “similar”—the largest being less than twice the 
smallest). 
 
We use Analyze, Descriptive Statistics, Q-Q Plots to create a normal plot for each 
mouse type (you could also create side-by-side boxplots and look for skewness and 
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outliers).  You can click to enter all three mouse types at once.  All three mouse types 
show acceptably normal distributions, based on the plots below. 
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The output from Q-Q Plots also includes estimates of the mean (location) and standard 
deviation (scale) for each group.  Twice the smallest standard deviation is 2*6.0282 = 
12.0564 which is larger than 9.0291.  We also see that it appears the mice without the 
gene for PKC have a longer mean time in the open-ended sections; both other types have 
similar means.  Is the observed difference statistically significant? Based on the standard 
deviations and plots, ANOVA is reasonable. 
 

Estimated Distribution Parameters 

  Group 00 Group 01 Group 11 

Location 19.387 8.660 8.620 Normal Distribution 

Scale 9.0291 6.0282 6.4017 
The cases are unweighted.   

 
Before we actually perform the ANOVA, we need to stack the data so all our actual 
observations are in a single variable, with another (numeric) variable to indicate group 
membership.   The easiest way to do this is to use ctrl-c (copy) and ctrl-v (paste) to copy 
all the data into a new variable (we named it seconds) and manually enter a new variable 
(we called it group) for the mouse genotypes with values 0 = no alleles, 1 = 1 allele, and 
2.  That done, we use Analyze, Compare Means, One-Way ANOVA to perform the 
test. 
 
 
 
 
 
 
 
 
 

 

 
 

ANOVA 
seconds   
 Sum of Squares df Mean Square F Sig. 

Between Groups 1154.920 2 577.460 10.906 .000
Within Groups 2223.837 42 52.949   
Total 3378.758 44    

 
The F statistic is 10.906, with p-value 0.000.  We have confirmation that at least one type 
of mouse spends more time (on average) in open-ended areas.  From the summary 
statistics obtained earlier, it is clear that the mice with no PKC alleles are in this group. 
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Example 12.9  Lakes and reservoirs.  The U.S. National Water and Climate Center 
tracks the percent capacity of lakes and reservoirs.  Table 12.6 contains the percent 
capacity (how full the lake or reservoir is) on a particular day for a random sample of 
lakes and reservoirs in Arizona, California, and Colorado.  Test whether the population 
mean capacities are equal for all three states, using 0.05.α =  
 

Table 12.6 Percent capacity of lakes and reservoirs 
Arizona % California % Colorado %
Salt River Reservoir 61 Boca Reservoir 80 Black Hollow Lake 35
Lake Pleasant 49 Bridgeport Reservoir 83 Cobb Lake 46
Verde River Reservoir 33 Big Bear Lake 77 Fossil Creek 55
Show Low Lake 51 Loon Lake 94 Green Mountain Lake 53
  El Capitan Reservoir 84 Point of Rocks 46
  Lake Tahoe 68   

 
 
Solution:  As stated in the text, this example wants you to use the estimated p-value 
method.  Using technology such as SPSS, this is not necessary—we can get an exact p-
value.  Data file ta12-06.por contains the data with all the reservoir fullness values in a 
single variable.  We need to check the assumptions of normal populations and similar 
standard deviations.  We can do this with Analyze, Descriptive Statistics, Explore.  
Click to enter v3 as the dependent variable and state as the factor.  This procedure will 
create side-by-side boxplots for us, but with samples sizes from 4 to 6, these are not 
trustworthy.  Click Plots and check the box to ask for Normality plots with tests.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Our normal plots are shown on the next page. 
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All these plots indicate acceptable normality.  The summary statistics below (many were 
removed from the output) also indicate that the standard deviations are acceptably similar 
(2*7.482 > 11.590).  It appears that on this day, the average content of California’s lakes 
and reservoirs was more than either Arizona or Colorado, where the means are similar. 
 
 

Descriptives 

  Statistic Std. Error 

Mean 48.50 5.795Arizona  

Std. Deviation 11.590  
Mean 81.00 3.502Calif    

Std. Deviation 8.579  
Mean 47.00 3.507

% 

Colorado 

Std. Deviation 7.842  

 
Using Analyze, Compare Means, One-Way ANOVA after adding a numeric state 
identifier (1 = Arizona to 3 = Colorado), we see that the difference in means is 
significant.  We have F = 23.628 with p-value 0.000.  Clearly, California’s mean is more 
than the other two states. 
 

ANOVA 
%   
 Sum of Squares df Mean Square F Sig. 

Between Groups 4005.000 2 2002.500 23.628 .000
Within Groups 1017.000 12 84.750   
Total 5022.000 14    
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Exercises 
 
Section 12.1 
 
For Exercises 23 through 26, calculate the following measures. 

a. df1 and df2    d. SSE 
b. x      e. SST 
c. SSTR 

 
24. 

Sample A Sample B Sample C Sample D 
Ax = 10 Bx = 12 Cx = 8 Dx = 14 

sA = 1 sB = 1 sC = 1 sD = 1 
nA = 5 nB = 5 nC = 5 nD = 5 

In Exercises 27 through 30, refer to the exercises cited and calculate the following 
measures. 

a. MSTR 
b. MSE 
c. Fdata 

 
28. Exercise 24 
 
For Exercises 31 through 37 assume that the data are independently drawn random 
samples from normal populations. 

a. Verify the equal variances assumption. 
b. Calculate the following measures. 

i. df1 and df2 ii. x   iii. SSTR iv. SSE 
v. SST  vi. MSTR vii. MSE viii. Fdata

c. Construct the ANOVA table. 
 
32. Store Sales. The district sales manager would like to determine whether there are 
significant differences in the mean sales among the four franchise stores in her district. 
Sales (in thousands of dollars) were tracked over 5 days at each of the four stores. The 
resulting data are summarized in the following table. 
 

Store A 
sales 

Store B 
sales 

Store C 
sales 

Store D 
sales 

10 20 3 30 
15 20 7 25 
10 25 5 30 
20 15 10 35 
20 20 4 30 

x =15 x =20 x =5.8 x =30 
s = 5 s = 3.5355 s = 2.7749 s = 3.5355 
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34. 1971 Draft Lottery. Criticism of the non-random aspect of the 1970 draft lottery led 
the U.S. Selective Service System to focus on making sure that the 1971 draft lottery was 
truly random. The table shows the birth months, with the mean and standard deviation of 
the order of drawing in the draft lottery for each month. 
 

 N Mean Std. Deviation 
Jan. 31 151.84 87.51 
Feb. 28 198.89 119.34 
Mar. 31 179.77 97.50 
Apr. 30 182.17 93.34 
May 31 183.52 103.22 
June 30 194.57 112.52 
July 31 183.58 122.36 
Aug. 31 194.35 113.89 
Sep. 30 209.87 95.21 
Oct. 31 172.97 113.14 
Nov. 30 163.13 105.44 
Dec. 31 183.45 103.86 

 
Section 12.2 
 
For Exercises 13 and 14, the assumptions were verified and the statistics were calculated 
in the Section 12.1 exercises. Perform the appropriate analysis of variance using α = 0.05 
and either the p-value method or the estimated p-value method. For each ANOVA, 
provide the following: 

a. Hypotheses and rejection rule. Clearly define the µi . 
b. Fdata 
c. p-value 
d. Conclusion and interpretation 

 
13. Education and Religious Background. The General Social Survey collected data on 
the number of years of education and the religious preference of the respondents. The 
summary statistics are shown here (see Exercise 35 in Section 12.1). 
 
 

 N Mean Std. Deviation 
PROTESTANT 1660 13.10 2.87 
CATHOLIC 683 13.51 2.74 
JEWISH 68 15.37 2.80 
NONE 339 13.52 3.22 
OTHER 141 14.46 3.18 

 
 
For Exercises 15 and 16, the assumptions were verified and the statistics were calculated 
in the Section 12.1 exercises. Perform the appropriate analysis of variance using the 
critical value method and α = 0.05. For each ANOVA, provide the following: 
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a. Hypotheses. Clearly define the µi. 
b. Fcrit and the rejection rule 
c. Fdata 
d. Conclusion and interpretation 
 
15. The Full Moon and Emergency Room Visits. Is there a difference in emergency 
room visits before, during, and after a full moon? A study looked at the admission rate 
(number of patients per day) to the emergency room of a Virginia mental health clinic 
over a series of 12 full moons. (S. Blackman and D. Cataline. “The Moon and the 
Emergency Room” Perceptual and Motor Skill 37 (1973): 624-626) The data are 
provided in the table. Is there evidence of a difference in emergency room visits before, 
during, and after the full moon (see Exercise 37 in Section 12.1)? 
 

Before During After 
6.4 5 5.8 
7.1 13 9.2 
6.5 14 7.9 
8.6 12 7.7 
8.1 6 11.0 

10.4 9 12.9 
11.5 13 13.5 
13.8 16 13.1 
15.4 2 15.8 
15.7 14 13.3 
11.7 14 12.8 
15.8 20 14.5 

 
 
16. 1971 Draft Lottery. Criticism of the non-random aspect of the 1970 draft lottery led 
the U.S. Selective Service System to focus on making sure the 1971 draft lottery was 
truly random. The descriptive statistics are shown here. Were their efforts successful (see 
Exercise 34 in Section 12.1)? 
 

 N Mean Std. Deviation 
Jan. 31 151.84 87.51 
Feb. 28 198.89 119.34 
Mar. 31 179.77 97.50 
Apr. 30 182.17 93.34 
May 31 183.52 103.22 
June 30 194.57 112.52 
July 31 183.58 122.36 
Aug. 31 194.35 113.89 
Sep. 30 209.87 95.21 
Oct. 31 172.97 113.14 
Nov. 30 163.13 105.44 
Dec. 31 183.45 103.86 
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24. Store Sales. The district sales manager would like to determine whether there are 
significant differences in the mean sales among the four franchise stores in her 
district. Sales (in thousands of dollars) over 5 days at each of the four stores are 
summarized in the following table. Assume that the assumptions are satisfied. 
 

Store A 
sales 

Store B 
sales 

Store C 
sales 

Store D 
sales 

10 20 3 30 
15 20 7 25 
10 25 5 30 
20 15 10 35 
20 20 4 30 

x =15 x -20 x =5.8 x =30 
s = 5 s = 3.5355 s = 2.7749 s = 3.5355 

 
a. Perform the appropriate analysis of variance, using the p-value method and α = 

0.05. 
b. Construct the ANOVA table. 
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Introduction 
 
In this chapter, we first review some of the concepts of linear regression, first covered in 
Chapter 4.  In particular, we again find and graph the least-squares regression line and 
compute the correlation and the coefficient of determination.  We then can perform a t 
test to check the hypothesis that the correlation (or, equivalently, the regression slope) is 
equal to 0.  We will also show how to compute a test statistic and find a p-value when the 
hypothesized slope is something other than 1.   
 
 

 159
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13.1   Introduction to Linear Regression 
 
 
Example 13.1 Review of regression concepts. Table 13.1 shows the results for ten 
student subjects who were given a set of short-term memory tasks to perform within a 
certain amount of time.  These tasks included memorizing nonsense words and random 
patterns.  Later, the students were asked to repeat the words and patterns, and the students 
were scored according to the number of words and patterns memorized and the quality of 
the memory.  Partially remembered words and patterns were given partial credit, so the 
score was a continuous variable. 
 
 

Table 13.1 Results of short-term memory test

Student 
Time to 

Memorize 
(in minutes) 

Short-term 
Memory score 

(y) 
1 1   9 
2 1 10 
3 2 11 
4 3 12 
5 3 13 
6 4 14 
7 5 19 
8 6 17 
9 7 21 
10 8 24 

 
a.  Draw the scatterplot and find the regression line. 
b.  Estimate the score for a subject given 3.5 minutes to study. 
 
Solution:  We can use Graphs, Legacy Dialogs, Scatter/Dot to make the plot.  Use 
Titles to give your graph a title. 
 
 
 
 
 
 
 
 
 
If you want to add the regression line to the plot, double-click in the output graph for the 
Chart Editor, then click Elements, Fit Line at Total.  The line will be added to the 
graph.  Close the properties box and the Chart Editor.  
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While SPSS does not show the actual regression line here, it does add the value of the 
coefficient of determination (r2) to the graph along with the line.  Here, r2 = 0.947 
(94.7%).  This means that the linear model (or the variable time to memorize) explains 
94.7% of the variation in short-term memory results.  We find the linear regression 
equation using Analyze, Regression, Linear.   
 
 
 
 
 
 
 
 
 
 
 
 
 
For our purposes, it is enough to specify the dependent and independent variables.  Click 
OK for the results shown on the next page. 
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After the processing summary, we are shown the correlation and r2 again. 
 

Model Summary 

Model R R Square 
Adjusted R 

Square 
Std. Error of the 

Estimate 

1 .973a .947 .941 1.225 
a. Predictors: (Constant), Time to memorize (in minutes) 

 
The ANOVA table is next. 
 

ANOVAb 

Model Sum of Squares df Mean Square F Sig. 

Regression 216.000 1 216.000 144.000 .000a

Residual 12.000 8 1.500   
1 

Total 228.000 9    
a. Predictors: (Constant), Time to memorize (in minutes)   
b. Dependent Variable: Short-term memory score   

 
This table indicates that the sum of squared errors under the null hypothesis (no linear 
relationship; the best predictor of any y-value is )y  is SSE = 228.  The regression model 
explains 216 of the 228.  Dividing, 216/228 = 0.9474 = r2.  The mean squares are found 
by dividing by the degrees of freedom, and F = MSR/MSE, just as in ANOVA as 
discussed in Chapter 12. (In fact, ANOVA can also be modeled as a linear regression 
with 0/1 “indicator” variable for group membership.) 
 
Finally, the coefficients of the model are given, along with their standard errors and t 
statistics.  The regression equation for this model is Short-term = 7.000 + 2.00*Time. 
 

Coefficientsa 

Unstandardized Coefficients
Standardized 
Coefficients 

Model B Std. Error Beta t Sig. 

(Constant) 7.000 .771  9.079 .0001 

Time to memorize (in 
minutes) 2.000 .167 .973 12.000 .000

a. Dependent Variable: Short-term memory score    

 
13.2  Inference About the Slope of the Regression Line 
 
We now turn our attention to those t statistics given in the coefficient output.  The usual 
statistical practice is to write the population regression line (for which this is an estimate) 
as 0 1 .y xβ β= +   Statisticians write the intercept first in case we have many predictor 
variables (multiple regression), in which case we simply add those after the first 
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predictor.  Actual observations are 0 1 ,i iy x iβ β ε= + +  where the iε  represent the random 
“errors” around the regression line.   
 
These errors are also called residuals.  The assumptions for inference on a regression 
slope are that the errors are independent and distributed normally with constant 
variability around the line, or ~i (0, ).Nε σ   A residual of 0 means the point is exactly on 
the line; positive residuals come from points above the line; negative residuals from 
points below the regression line.  To assess these assumptions, we must wait until after 
the regression has been calculated, and then look at residuals plots.  The typical plots are 
a plot of the residuals against the x values (to check for any curvature, outliers, and 
constant variation around y = 0) and a normal plot of the residuals (to check the normal 
assumption). 
 
Example 13.11 Verifying the regression assumptions.  Verify the regression 
assumptions for the data in Example 13.1. 
 
Solution:  We continue with the regression data used in the preceding section.  We’ll 
recompute the regression, but click Save and ask SPSS to save the Unstandardized 
Residuals.  (We could also ask for the Unstandardized predicted values—the y’s for each 
x value in our data set.) 
 
 
 
 
 
 
 
 
 
 
The residuals are saved in a new variable called RES_1.  The first few values are shown 
below, along with the original data. 

 
We now create a normal plot of these residuals using Analyze, Descriptive Statistics, Q-
Q Plots.  The graph is seen on the next page. 
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Since all the points are close to the line, the normal assumption is verified.  Continue to 
define a scatterplot of the residuals against the predictor variable (time to memorize) 
using Graphs, Legacy Dialogs, Scatter/Dot.  Note that the residuals are the y variable 
for this plot. (Change the Titles if necessary to reflect that this is the residuals plot.) 
 
 
 
 
 
 
 
 
SPSS does not automatically add the I = 0 line into this plot.  To add it yourself, double-
click for the Chart Editor, then click the horizontal line icon in the menu bar or Options, 
Y axis Reference Line (the default is to place this line at y = 0).  Close the Properties 
box and the Chart Editor. 
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This graph shows acceptable random scatter (there is no obvious pattern of widening 
spread or curvature).  We can say that the assumptions for regression inference are 
satisfied. 
 
Example 13.14  Hypothesis test for the slope 1β  using the p-value method and 
technology.  Test using the p-value method whether a linear relationship exists between 
time and score, using 0.01.α =  
 
Solution:  The output of the regression contains the test statistic, t = 12, and its p-value of 
0.000.  Having verified the assumptions for the test, we can now say we will reject the 
null hypothesis 0 1:H 0β =  (no linear relationship between the two variables) and 
conclude that there is a (positive, because the slope is +2) linear relationship; the more 
time that is given to memorize, the better the short-term memory retention will be. 
 

Coefficientsa 

Unstandardized Coefficients
Standardized 
Coefficients 

Model B Std. Error Beta t Sig. 

(Constant) 7.000 .771  9.079 .0001 

Time to memorize (in 
minutes) 2.000 .167 .973 12.000 .000

a. Dependent Variable: Short-term memory score    
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Example 13.16  The 2004 NCAA Men’s Basketball Tournament.  The following table 
shows the winning percentage (x) and power rating (y) for ten teams in the 2004 NCAA 
Men’s Basketball Tournament, according to www.teamrankings.com.  Is there a linear 
relationship between winning percentage and power rating?  
 

School Win % 
(x) 

Rating 
(y) 

Duke  0.838 96.020 
St. Joseph's  0.938 95.493 
Connecticut  0.846 95.478 
Oklahoma State 0.882 95.320 
Pittsburgh  0.857 94.541 
Georgia Tech  0.737 93.091 
Stanford  0.938 92.862 
Kentucky  0.844 92.692 
Gonzaga  0.903 92.609 
Mississippi State 0.867 91.912 

 
Solution:  These data are in the file eg13-16.por.  We begin by using Graphs, Legacy 
Dialogs, Scatter/Dot to define a scatterplot of the data.  We have also used the Chart 
Editor to add Elements, Fit Line at Total (the regression line).  This regression line is 
almost horizontal and we are told r2 = 0.004.  Winning percentage does not seem related 
to the power rating. 
 

 
 
 
 
 
 
 

http://www.teamrankings.com/
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The regression output follows (don’t forget to save the residuals).  The regression 
equation is power rating = 92.629 + 1.587*Win%.   
 

Model Summaryb 

Model R R Square 
Adjusted R 

Square 
Std. Error of the 

Estimate 

1 .061a .004 -.121 1.60388 
a. Predictors: (Constant), Win %  
b. Dependent Variable:     

ANOVAb 

Model Sum of Squares df Mean Square F Sig. 

Regression .076 1 .076 .030 .867a

Residual 20.579 8 2.572   
1 

Total 20.656 9    
a. Predictors: (Constant), Win %     
b. Dependent Variable:       

 
Coefficientsa 

Unstandardized Coefficients 
Standardized 
Coefficients 

Model B Std. Error Beta t Sig. 

(Constant) 92.629 7.977  11.613 .0001 

Win % 1.587 9.203 .061 .172 .867
a. Dependent Variable:       

In testing the null hypothesis H0 1: 0β =  (no linear relationship), we have t = 0.172 with 
p-value 0.867.  This certainly supports our intuition from the scatterplot of the data and 
r2, but we should check the assumptions anyway.  Create the normal plot of the residuals 
(RES_1) using Analyze, Descriptive Statistics, Q-Q Plots.  These are acceptably 
normal. 
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Lastly, plot the residuals as y against the original x variable (Win%).  You can add the 
reference y = 0 line using Options, Y Axis Reference Line.  There is no strong pattern in 
this plot; our decision to not reject the null hypothesis and conclude no linear relationship 
between these two variables is justified. 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Exercises 
 
Section 13.1 
 
For Exercises 19 through 27, follow these steps. 

a. Construct the scatterplot. 
b. Compute the regression equation. 
c. Interpret the meaning of b0 and b1 in the context of the particular exercise. 
d. Calculate s = /( 2),SSE n −  the standard error of the estimate. 

 
20. Family Size and Pets. Shown in the table (see next page) are the number of family 

members (x) in a random sample taken from a suburban neighborhood, along with the 
number of pets (y) belonging to each family.  
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Family size 
(x) 

Pets 
(y) 

2 1 
3 2 
4 2 
5 3 
6 3 

 
22. World Temperatures. Listed in the table are the low (x) and high (y) temperatures 

for a particular day in 2006, measured in degrees Fahrenheit, for a random sample of 
cities worldwide. 

 
City Low 

(x) 
High 
(y) 

Kolkata, India 57 77 
London, England 36 45 
Montreal, Quebec  7 21 
Rome, Italy 39 55 
San Juan, Puerto Rico 70 83 
Shanghai, China 34 45 

 
 
24. Midterm Exams and Overall Grade. Can you predict how you will do in a course 
based on the result of the midterm exam only? The midterm exam score and the overall 
grade were recorded for a random sample of 12 students in an elementary statistics 
course. The results are shown in the following table. 
 

 
Student 

Midterm exam 
score (x) 

Overall 
grade ( y) 

1 50 65 
2 90 80 
3 70 75 
4 80 75 
5 60 45 
6 90 95 
7 90 85 
8 80 80 
9 70 65 

10 70 70 
11 60 65 
12 50 55 
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Section 13.2 
 
For Exercises 13 through 24, follow these steps. 

a. Calculate and interpret the coefficient of determination r 2. 
b. Calculate and interpret the correlation coefficient r. 

 
13. Volume and Weight. The table shows the volume (x, in cubic meters) and weight (y, 
in kilograms) of five randomly chosen packages shipped to a local college. 
 

Volume 
(x) 

Weight 
( y) 

4 10 
8 16 

12 25 
16 30 
20 35 

 
 
14. Family Size and Pets. Shown in this table are the number of family members (x) in a 
random sample taken from a suburban neighborhood, along with the number of pets (y) 
belonging to each family. 
 

Family size 
(x) 

Pets 
(y) 

2 1 
3 2 
4 2 
5 3 
6 3 

 
 
 
16. World Temperatures. Listed in the table are the low (x) and high (y) temperatures 
for a particular day in 2006, measured in degrees Fahrenheit, for a random sample of 
cities worldwide. 
 

City Low 
(x) 

High 
(y) 

Kolkata, India 57 77 
London, England 36 45 
Montreal, Quebec 7 21 
Rome, Italy 39 55 
San Juan, Puerto Rico 70 83 
Shanghai, China 34 45 
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18. Midterm Exams and Overall Grade. The table shows the midterm exam scores (x) 
and the overall grade (y) for a random sample of 12 students in an elementary statistics 
course. 

 
Student 

Midterm exam 
score (x) 

Overall 
grade ( y) 

1 50 65 
2 90 80 
3 70 75 
4 80 75 
5 60 45 
6 90 95 
7 90 85 
8 80 80 
9 70 65 

10 70 70 
11 60 65 
12 50 55 

 
 
Section 13.3 
 
For Exercises 7 through 12, follow these steps. Note that the predicted values and the 
residuals were calculated in Exercises 13 through 18 in Section 13.1. 
 

a. Construct a scatterplot of the residuals versus the predicted values. 
b. Use technology to construct a normal probability plot of the residuals. 
c. Verify that the regression assumptions are valid. 

 
8.   

x y 
  0 10 
  5 20 
10 45 
15 50 
20 75 

 
 
 
10.  

x y 
–3   –5 
–1 –15 
 1 –20 
 3 –25 
 5 –30 
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For Exercises 25 through 32, follow steps (a)–(d). Assume that the regression model 
assumptions are valid. The regression equations for Exercises 25 through 29 were 
calculated in Section 13.1, Exercises 19 through 23. 
 
a. Find sb1. Explain what this number means. 
b. Find tα/2 for a 95% confidence interval for β1. 
c. Construct a 95% confidence interval for β1. 
d. Interpret the interval. 
 
 
26. Family Size and Pets. Shown in the table are the number of family members (x) in a 
random sample taken from a suburban neighborhood and the number of pets (y) 
belonging to each family. 
 

Family size 
(x) 

Pets 
(y) 

2 1 
3 2 
4 2 
5 3 
6 3 

 
 
28. World Temperatures. Listed in the table are the low (x) and high (y) temperatures 
for a particular day in 2006, measured in degrees Fahrenheit, for a random sample of 
cities worldwide. 
 

City Low 
(x) 

High 
(y) 

Kolkata, India 57 77 
London, England 36 45 
Montreal, Quebec 7 21 
Rome, Italy 39 55 
San Juan, Puerto Rico 70 83 
Shanghai, China 34 45 
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